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Algorithm Visualization: The State of the Field

by
Matthew L. Cooper

(ABSTRACT)

We report on the state of the field of algorithm visualization, both quantitatively and qual-
itatively. Computer science educators seem to find algorithm and data structure visualizations
attractive for their classrooms. Educational research shows that some are effective while many are
not. Clearly, then, visualizations are difficult to create and use right. There is little in the way of
a supporting community, and many visualizations are downright poor. Topic distribution is heavily
skewed towards simple concepts with advanced topics receiving little to no attention.

We have cataloged nearly 400 visualizations available on the Internet. We have a wiki-based
catalog which includes availability, platform, strengths and weaknesses, responsible personnel and
institutions, and other data about each visualization. We have developed extraction and analysis
tools to gather statistics about the corpus of visualizations.

Based on analysis of this collection, we point out areas where improvements may be realized and
suggest techniques for implementing such improvements. We pay particular attention to the free
and open source software movement as a model which the visualization community may do well to

emulate, from both a software engineering perspective and a community-building standpoint.
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Chapter 1

Introduction

Algorithms and data structures form the cornerstone of an undergraduate computer science educa-
tion. The undergraduate curriculum attempts to ensure that students gain a thorough understanding
of both fundamental (sorting, searching) and advanced (NP-completeness, computability) topics.
Dedicated, passionate educators constantly search for ways to ease their students’ transition from
novice to computer professional by trying out novel techniques and experimenting with different
strategies in the classroom. One such novel technique is to include algorithm and data structure
visualizations and animations (hereafter referred to as “algorithm visualizations” or “AVs”) into the
curriculum. AVs bring algorithms to life by graphically representing their various states and animat-
ing the transitions between those states, perhaps allowing students to explore “what-if” scenarios
or freeing lecturers from their own lack of artistic talent at the chalkboard. Good AVs illustrate
data structures in natural, abstract ways instead of getting bogged down in memory addresses and
function calls.

Visualizations are naturally attractive, but an important question persists: are they effective at
educating computer science students? The literature [GC96, HD00, JEFH00, LSB94, HNS00, HDS02]
remains resolutely mixed on the issue, but that has not stopped legions of computer science professors
from integrating visualizations into homework, lectures, and perhaps even examinations. Given that
visualizations are so popular and appear likely to remain popular for the foreseeable future, we have
taken the first steps towards cataloging and understanding their attractiveness and pointing AV

users and developers towards new models for effectiveness.



1.1 Examining the State of the Field

The guiding question for this research is: “What is the state of the field in algorithm visualizations?”
From this basic question, we have generated several research questions and subsequently tried to

answer them. These questions, along with a summary of their answers, include:

What AVs are available? We have collected over 370 AVs. These probably represent at least
half of all AVs available, and almost certainly represent the majority of easily found AVs. 95%
are written in Java, and most were developed in the late 1990s and early 2000s. Over half
were written by prolific groups—those who have released 16 or more AVs.

Is there adequate coverage of the major topic areas covered in typical CS courses? No,
there are too many AVs for “easy” topics and very little coverage of more difficult or advanced
topics. For example, over a third of all AVs are on sorting topics.

What is their general quality? Most AVs are not worth using for education. Only about 15%
receive a positive recommendation, with another 45% useful for some pedagogical purposes
while still flawed in some manner.

Is there adequate infrastructure for storing and disseminating AVs? No, there are no use-
ful courseware repositories containing AVs, nor is there a strong community providing insight
and guidance for using, developing, or studying AVs.

How do educators find effective AVs? They must be using search engines or talking to col-
leagues because there are no repositories for them to browse and no community websites to
consult. Hopefully the Algoviz Wiki [Vir05] (see Chapter 3) will become a popular tool for
locating AVs.

Will we find them again? Maybe not. Around one fifth of visualizations disappeared in one
three-month period we studied, and almost a quarter disappeared in seven months.

1.2 Contributions

The two primary contributions of this work are the creation of the Wiki and data about the current
state of the field. We hope the Wiki will become a popular resource for the community to use
when searching for effective AVs. Researchers can build on the data we have collected, while AV
implementors can use the data to guide their decision-making (from selecting a topic to designing

the AV).



1.3 Preview

We have created a resource for the visualization community known as the Algoviz Wiki [Vir05].
Details about the scope, rationale, and creation of the Algoviz Wiki can be found in Chapter 3; it
is the largest link collection ever attempted in the AV field and contains hundreds of entries in a
hierarchically-structured catalog for easy browsing.

Using our collection of visualization artifacts, we have extracted information about the health
of this field in both numbers and in words. Although some of our results may seem negative, there
are also many positive indicators; this discussion appears in Chapter 4. Chapter 5 outlines issues
and motivating factors involved in sparking a community of practice in algorithm visualizations.
Chapter 6 provides relevant lessons from the open source community. Finally, we look forward to a

brighter future in Chapter 7.



Chapter 2

Literature Review

Algorithm visualizations have a long history in computer science education. The 1981 video “Sorting
Out Sorting” [BS81] was the first well-known visualization. The first recognized system for creating
algorithm animations was BALSA [BS84] in 1984, and a handful of others over the years have become
quite popular [Sta92, SK92, SHY96]. Not surprisingly, researchers have examined visualization
techniques for their pedagogical effectiveness [GC96, LSB94, HDS02]. This chapter describes systems

and papers related to these twin aspects of visualization: development and assessment.

2.1 Visualization Systems

There have been a number of visualization systems which achieved popularity in the CS educational
community. Many of these systems predate the immense popularity of Sun’s Java programming
language [Jav94] and widespread uptake of content delivered via the World Wide Web. Because of
their age, and because this thesis is not fundamentally concerned with cataloging systems, only a
small sample of older systems is presented. See Purvi Saraiya’s master’s thesis [Sar02] and Melissa
Wiggins’s overview [Wig98] for a more complete treatment of older or presently inaccessible systems.

Interestingly, development seems to have moved away from authoring toolkits towards suites
of “canned” animations. Earlier systems often came packaged with pre-generated animations, but
allowed educators and even students the freedom to implement other animations in a scripting
language or by annotating a real program. Today’s systems are frequently distributed as “complete”

collections of algorithms (where “complete” does not typically imply exhaustive coverage of popular



topics) not tied to any computer language or script. Chapter 6 will discuss trends regarding open
source in the visualization community, a move which may bring back some of the earlier goals of
broadening the AV authoring pool.

Brown ALgorithm Simulator and Animator (BALSA) introduced the concept of using animations
to teach fundamental computer science concepts [BS84]. Besides undergraduate education, the
system is also used for debugging and research in algorithm analysis.

XTANGO [Sta92] is the most recent version of the TANGO visualization system. Developed by
John Stasko at Georgia Tech, its goal is to allow students who were not experts in graphical systems
to create algorithm animations by implementing the algorithm in C and then adding special calls to
the XTANGO graphical library. XTANGO is still maintained and distributed.

POLKA (Parallel progam-focused Object-Oriented Low Key Animation) [SK92], another Georgia
Tech project, is described as “a general purpose animation system that is particularly well-suited
to building algorithm and program animations” [Sta01]. Like XTANGO before it, POLKA allows
non-experts to author visualizations without deep knowledge of graphics programming.

Swan [SHY96], developed at Virginia Tech, helps students bridge the “concept gap” between code
on the screen or paper and an algorithm’s runtime behavior. Swan animates C and C++ programs
annotated with calls to SAIL, the Swan Annotation Interface Library, a simplified collection of
functions for drawing graphics.

ANIMAL (A New Interactive Modeler for Animations in Lectures) is a newer visualization sys-
tem [RSFO00] incorporating lessons learned from pedagogical research (see Section 2.2). Developed
at the University of Siegen in Germany, ANIMAL acknowledges the notion that visualization systems
should supplement (instead of supplant) traditional approaches to CS education.

JAWAA (Java And Web-based Algorithm Animation) [PR98] was developed at Duke University
by Susan Rodger and Willard Pierson. It is a Java applet-based system which runs on script files
generated by any programming language. JAWAA assists the animation developer by providing
primitives in a range of granularities, from basic graphics (circles, squares) up to data structures
(arrays, trees).

JHAVE (Java-Hosted Algorithm Visualization Environment) [NENOO] is a client-server visual-
ization system written in Java. JHAVE does not itself provide an animation system, but rather a
network-based framework into which animation systems can be (and have been) embedded. This

network model provides delivery of the animation as well as a question-and-answer platform to



improve the pedagogical effectiveness of the animation plugin [NENOQO].

Developed in Germany at the University of Marburg, Data Structure Navigator (DSN) is a
project intended to “facilitate the understanding of all kinds of data structures” [DvdBSKO00]. It
might be a good starting point for a suite of visualizations for an entire data structures course. A
major drawback of the current version is that it cannot yet load and save data structures to disk,
and development appears to have ceased.

Data Structure Visualization (DSV) [Gal06] was created at the University of San Francisco by
David Galles. DSV aspires to be a comprehensive suite of visualizations. Galles has done animations
for a wide variety of algorithms and data structures, including several sorts, multiple varieties of

trees, and a number of graph algorithms.

2.2 Pedagogical Effectiveness of Visualization Systems

Algorithm visualizations can provide a compelling alternative to other types of instruction, par-
ticularly written presentations such as pseudocode and real code. In lecture situations, students
seem to like visualizations [GC96, SKTO01]. The literature, however, has not necessarily concluded
that algorithm visualizations are effective in practice. Results form a continuum from “no sig-
nificant difference” [GC96, HD00, JFHO0] to “can indeed improve understanding of the funda-
mental data structures and algorithms that are part of a traditional computer science curricu-
lum” [SCE07, LSB94, HNS00, HDS02]. The take-away message from this ambiguity is simply this:
visualizations are potentially effective in teaching, but creating and using them effectively is difficult.
A brief overview of relevant previous work should help illuminate some of the effective features of

visualizations.

2.2.1 No significant difference

Some findings show no significant difference in educational outcomes between students who use
visualizations and those who do not. Most researchers remain positive about visualizations in general.
These results are often targetted specifically at certain uses of visualizations or particular systems.

Gurka and Citrin found little to no evidence that visualizations are effective teaching tools [GC96]
in a survey of previous experiments. They did, however, point out that while many fields are

concerned with false positives in evaluation, the visualization community may need to concern



itself with false negatives. They suggest repeating some “failed” experiments [GC96] from previous
projects with tighter controls on issues like usability, algorithm difficulty, animation quality, and
experimental design. They caution, however, that the community must be prepared to accept an
ultimate finding of “no significant difference”.

Hundhausen and Douglas found that students who construct their own visualizations may actu-
ally be distracted by the creation process [HD00]. Their experiment was based on the finding that
learner involvement increases effectiveness, but serves as a cautionary warning that too much of a
good thing may not remain good. They found that student-created low-fidelity visualizations made
of art supplies had no less impact on educational outcomes than high-quality computer-mediated
visualizations also created by the students.

Jarc et al. found no difference in educational outcomes for students who used an interactive visu-
alization system compared to their peers who did not [JFH00]. While visualization users performed
better on some questions, they performed worse overall, despite spending significantly more time

with the educational materials than the non-users.

2.2.2 Useful pedagogical tool

Hope remains for visualizations in the literature, however. A growing body of evidence indicates that
certain uses of visualizations do have a measurable impact on student learning. The most important
factor may turn out to be engagement of the students’ attention. Work in this area continues to
home in on exactly what features make for effective visualizations.

Purvi Saraiya found that given the ability to control the pace of the visualizations, students did
receive an educational benefit from their use [Sar02]. Other features such as the presence of a good
data set and logical break-down of steps also showed promise as indicators of effectiveness. Finally,
she indicated that other features may have a positive impact but their effect is harder to detect.
However, providing pseudocode with a visualization did not appear to improve understanding.

Lawrence et al. found that allowing students to create their own visualizations led to better test
results compared with students who merely viewed visualizations or did not access any visualiza-
tions [LSB94]. Students who viewed but did not interact with the visualization actually did slightly
worse than students who only listened to the lecture; this points to engagement as a differentiating
factor.

Hansen et al. found that although traditional approaches to visualization had at best mixed re-



sults, a particular approach could lead to significant positive impacts on student learning [HNS00].
Specifically, Hansen’s group leaned heavily on pedagogical theories such as learning objectives, scaf-
folding, and chunking. They specifically point out the use of analogies for priming students’ under-
standing of the underlying algorithm.

In 2002, Hundhausen et al. performed a meta-study of 24 major visualization studies [HDS02].
By breaking the studies into analytical groups based on educational theory espoused, Hundhausen
found that how students use a visualization has more effect on learning outcomes than what they
see. Hundhausen concluded that visualizations are an effective tool when used to actively engage

students’ attention, a finding consistent with most individual studies of visualizations.



Chapter 3

The Algoviz Wiki

3.1 Introduction

The centerpiece of this thesis (and algorithm visualization research at Virginia Tech) is the Algoviz
Wiki [Vir05]. This growing collection of curated links to visualizations and resources is the largest
of its kind available today, and possibly the largest AV link collection ever attempted. This chapter
outlines the mechanical portions of the Wiki: the technology in use, the types of artifacts collected,
the process of collecting those artifacts, and the intellectual merit of the Wiki. Chapter 4 elaborates

on the specific makeup of the collection and the results of analysis performed on it.

3.2 Technology

3.2.1 MoinMoin wiki

The primary software in use by the Wiki is the MoinMoin Wiki Engine [WHO07]. A wiki is a user-
editable website, usually supporting a simplified markup syntax and directed towards a particular
topic. MoinMoin is a server for such sites and is written in the Python programming language.
MoinMoin was selected for the Algoviz Wiki because one of the research participants had already
evaluated several wiki packages and settled on MoinMoin for his other work; he graciously volun-
teered to administer the Algoviz Wiki on his existing wiki “farm”. The wiki concept is preferable

to a standard HTTP server because it allows for the community access and editing we desire (see
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Figure 3.1: Sample graph output from the query tool

Section 3.6 for more details).

3.2.2 Automated data extraction

We have created two tools to automatically extract data from the Algoviz Wiki: the query tool and

the weekly link checker.

Query tool

Sean Ponce’s query tool [Pon07] loads each visualization entry and reformats its data as a row in a

CSV (comma-separated values) file. This CSV file, called a dataset, is timestamped

In the original and simplest form of the tool, a user selects a dataset and a column

returns a histogram of the visualization entries by that column. Improvements in progress include
the ability to generate a histogram by one column while limiting returned values in another column,

sort the data by either the X or the Y axis, and create other types of graphs. Figure 3.1 shows a

sample graph generated by the tool.

10
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Weekly link checker

Our weekly link checker searches the wiki’s catalog of visualizations once per week (on Mondays at
noon). It tests each link in the catalog and records its HTTP status code. This allows us to track
visualization disappearance over time. While there are a variety of possible HT'TP codes [FGMT99],
to track visualization disappearance we only need to separate web server responses into three buckets.
“200 OK” means the page was found normally; “301 Moved Permanently” and “302 Found” mean
the URL will probably stop working soon and the link in the Wiki should be updated. Any other
code indicates that access to that visualization is likely lost. Admittedly this is a coarse-grained
method for tracking access to visualizations (for instance, a page containing a visualization may be
replaced with another page which does not contain that visualization and this would not be captured
by our link checker), but it is the most feasible way to automate such a large, frequent search.

The checker’s output is stored as an XML file with a time and date stamp. Figure 3.2 shows
a brief example of the XML file’s contents. Each entry in the file contains the URL, the HTTP
status code, and the name of the page from which the link was followed in the collection (normally
the topic of the visualization). The file also contains begin- and end-times for the link check. Data

generated by this tool is analyzed in Section 4.9.

3.3 Collection

The primary substance of the Wiki is its collection of links to visualizations. In addition to visual-
izations, there are other software resources and an annotated bibliography of visualization papers.
Appendix A is an exhaustive list of the topics contained in the Wiki. Chapter 4 gives information
on topic coverage and other summary statistics about the collection of visualizations. This section

gives a brief description of the non-visualization resources collected in the Wiki.

3.3.1 Other software

In addition to visualization artifacts, the Wiki contains a list of toolkits for authoring visualizations
as well as a small collection of visual debuggers and algorithm simulations. Many of the toolkits are
also collections of visualizations, so they are represented multiple times: once for each topic they

cover and once on the Toolkits page. Most of the toolkits are described in Section 2.1.

11



<spider_results>

<date_began>Mon, 19 Feb 2007 11:45:03 -0500</date_began>

<entry>
<from>PointRepresentations</from>
<link>http://www.cs.umd.edu/ hjs/quadtree/index.html</link>
<http_code>200</http_code>

</entry>

<entry>
<from>OtherSpatial</from>
<link>http://symbolcraft.com/graphics/bsp/</link>
<http_code>404</http_code>

</entry>

<date_ended>Mon, 19 Feb 2007 11:59:38 -0500</date_ended>

</spider_results>

Figure 3.2: Weekly link checker sample output file
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Visual debuggers superficially resemble data structure visualizations because they present infor-
mation about data paths and memory contents in a step-by-step, visual manner. However, debuggers
are distinct from visualizations because they show physical, machine-specific implementation details
about code execution rather than high-level, abstract data structures. Additionally, most are not
designed specifically for education. However, it is conceivable that an educator could use a debugger
for educational purposes, so we collect links to these systems as well.

Finally, a tiny but hopefully growing segment of the Wiki is dedicated to algorithm simulations.
Simulations, a sub-type of AVs, allow a user to visualize information about an algorithm’s execution
(for instance, a count of page misses in a virtual memory system, or a histogram of hashing collisions
for a hashtable) in order to better understand its runtime behavior. Although we tend to think of
AVs as tools for teaching the basics about a topic, algorithm simulations are AVs which educate at
a different level. Understanding an algorithm’s performance is just as important as understanding

how it works.

3.3.2 Bibliography

The other major component of the Wiki is an annotated bibliography containing relevant papers
about visualization systems or their effectiveness. In creating this bibliography, we hope to provide
a starting point for newcomers to the field as well as a repository of important work to which
practitioners can refer. One of the hardest things to do in any field of study is to bootstrap one’s
self into both the knowledge and the zeitgeist of the field’s community. We hope that the annotated
bibliography can be a “one-stop shop” to which a professor could point a new graduate student and
say, “Read these papers and you will know the field.” We also hope that researchers can rapidly
hone in on important work by perusing our bibliography (rather than tediously picking through the
ACM Digital Library or tracking down CiteSeer links from other papers).

As of this writing, there are over 35 papers identified as important. About five of them have
summaries, while all have BibTeX citations for easy referencing. Additionally, a topical index
helps an interested party locate a particular paper; for instance, it indicates which papers found
“no significant difference” in educational outcomes and which found encouraging results. We hope
to expand the breadth of the index and summarize the 30 remaining papers while adding other

important papers as we discover them (or have them suggested; see Section 3.6).
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3.4 Populating the Wiki

3.4.1 Searching for visualizations

There are essentially two distinct ways to go about finding an algorithm visualization on a given
topic. One is to “Google for it”—that is, use a favorite Internet search engine to search on keywords
that will hopefully find a useful visualization on the topic that you need. The other is to look in an
algorithm visualization collection, a courseware repository, or a curated link collection.

Assume that there exists on the Internet a suitable visualization on a specific topic. In that case,
one hopes that standard Internet search technology will allow educators to find it. If so, this might
alleviate the need to create and maintain specialized repositories or link collections for courseware
in general, and visualizations in particular. Unfortunately, whether any given instructor will be able
to find an existing artifact depends a lot on the instructor’s ability to supply the right keywords to

yield successful results.

Search keywords

Like any Internet search, keywords need both to capture the desired artifacts (recall in information
retrieval studies) and avoid burying the user in overwhelming numbers of false-positive responses
(known as precision). Therefore, keywords must identify both the type of material desired (visual-
izations as opposed to explanations), and the topic or content area desired. Some keywords, while
technically specific, might lead to a wealth of non-related information. For example, looking for
“Huffman Trees” is likely to give results related to the data structure, while looking for “lists” or
“queues” is likely to return information unrelated to computer science. Unfortunately, some data
structures have common, everyday names.

Visualizations constitute only a small part of the courseware materials available on the web. Far
more artifacts can be described as content presentations (lecture materials or tutorials) or projects
or exercises (assignments). Thus, to find a given visualization, restrictive keywords are necessary
for searches on most topics. Unfortunately, the providers of “visualizations” often do not label them
as such, nor is there any standard alternative synonym which captures the typical visualization,
although “animation” sometimes works (especially for older systems).

Since it turns out that the vast majority of visualizations written since the mid-1990s were written

in Java, and many of these are delivered as applets, “applet” is often a successful choice of keyword.
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sorting visualization 7
sorting applet 20

sorting animation 21

Table 3.1: Sorting visualizations found using various search keywords

Unfortunately, this will tend to leave out those visualizations that exist within a visualization system,
since they are not typically presented to the world labeled as “applets.” Table 3.1 shows how many
sorting visualizations (from the Wiki’s collection) appear in the first 30 responses from Google
searches on various keywords.

Using “applet” as a keyword also results in generating a self-fulfilling prophecy that if you search
for applets, then the only presentation mechanism you will find will be applets. Initially, this skewed
the balance of the materials found in the wiki away from projects with integrated applications, since
non-applets were intrinsically harder to find. Since then, a conscious effort has been made to catalog

non-applets, and these make up a significant fraction of the current total.

Repositories

The main alternative to keyword-based Internet search is to look in visualization or courseware
repositories or link collections. Unfortunately, there is currently little in the way of good repositories
for data structures and algorithm visualizations. The net result is that repositories were not a
significant factor in developing the Algoviz Wiki, although we believe their importance should not
be understated. Chapter 5 discusses in greater detail the current state of repositories and the future

need for them.

3.4.2 Search procedure

For the Wiki, we used a number of techniques to locate algorithm visualizations. We began with a
list of all visualization systems that we were aware of from our general knowledge of the field. We
developed a topic list based on our experiences teaching relevant courses. We considered what search
terms would be most productive for locating visualizations via Internet searches (this is discussed
further in Section 3.4). Based on our topic list, we then performed searches using Google to find

whatever we could. Once we had generated a base of visualization links, we then examined these
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pages to try to locate other visualizations, since developers of a given visualization often have others
available. Sometimes we could find these other visualizations from direct references on the pages we
already had, and other times we could deconstruct the URLs to find more visualizations. Whenever
we stumbled across a page that had links to collections of visualizations, we would follow those links

to capture any new ones not yet in our collection.

3.5 Classifying Visualizations

The Wiki’s collection of links is a valuable resource by itself. However, we have taken the idea of a
collection a step further by summarizing and describing the benefits of a given visualization. While
not all entries currently possess summaries and descriptions, the ultimate goal is to create a curated
catalog for “one-stop shopping” by an educator. This section will describe in further detail some of
the characteristics which we collect about each visualization. Appendix B is a complete listing of

such characteristics and quick reference for their allowable values.

3.5.1 Recommendation

After a visualization has been evaluated, it is assigned a Recommendation rating from the follow-
ing list:

e Recommended — few pedagogical or technical problems and appears to have pedagogical value.
Instructors can confidently work this into their teaching.

e Has Potential — minor pedagogical issues or some technical difficulties. Instructors can use this
but caution is recommended. When possible, suggestions should be given on how authors of
the visualization can correct these errors.

e Not Recommended — major flaws—either useless for teaching or simply does not function
appropriately. Educators are advised to avoid and authors are advised to overhaul the visual-
ization.

e Unreviewed — visualization has not yet been reviewed so no judgement has been passed.

These ratings should help instructors rapidly separate the wheat from the chaff when they want
to use a visualization for teaching while also providing concise feedback to creators of visualizations
about where to allocate resources for improvement. The short list of ratings reflects the fact that

it can be very difficult to place a visualization into a finer-grained bucket (such as a 1-10 rating or
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A-F grade scheme). Having only three buckets (besides “unreviewed”) allows us to avoid making

subjective judgement calls where ever possible.

3.5.2 Usefulness

Subtly different than a recommendation is the idea that different visualizations can be Good For

different purposes. The Wiki currently identifies four different non-exclusive “good for” labels:

e Teaching the Concept — highly directed, possibly in tutorial format. Has at least one good built-
in data set. An instructor could use this visualization as part of a lecture or give instructions
in a homework/lab assignment for students to follow. There tend to be conceptual rather than
implementation-focused.

e Exploring the Concept — less directed, more open-ended. Often allow user-defined data sets.
As students gain knowledge about the concept, this visualization can be used for them to
experiment on their own without explicit instructions to follow. These may be conceptual or
implementation-focused.

e Debugging — not necessarily designed for teaching. This visualization has an API or support for
plugging into student code, so students can see visually what their code is doing in the machine.
Alternatively, they may serve to illustrate the exact steps a student’s code should follow; the
student can debug her output by comparing each intermediate step to the visualization. There
tend to be implementation-focused, but their output may be conceptual or machine-oriented.

e Comparison — value is derived from comparison of algorithms rather than algorithms them-
selves. Students or instructors could use the visualization to illustrate the differences and
similarities between algorithms that operate in the same domain or competing data struc-
tures.

3.5.3 Description and Evaluation

When the Wiki was in its infancy, it had only a single “Description” field where subjective and
objective information commingled. As we added more links to the collection, it became apparent
that these two were quite distinct and should probably be recorded as such. Description has been
reduced in scope to only objective, descriptive text about a visualization: “demonstrates radix sort
using playing cards instead of numbers”. Evaluation was added to capture more subjective state-
ments about visualizations: “playing cards allow students to think more abstractly about sorting and
number bases”. Even if a user of the Wiki disagrees with the subjective evaluation of a visualization,

she can be sure that she is receiving an objective description and make up her own mind.
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3.5.4 Other characteristics

Appendix B gives an exhaustive list of other characteristics recorded in the Wiki for each visualiza-
tion. Most are short, objective, qualitative chunks of data easily gleaned from the visualization or

its website. There are also a few dates and some community-oriented features (see Section 3.6).

3.6 Community Involvement

One major contribution the Wiki hopes to make is its focus on community. There does not appear to
be a community of algorithm visualization practitioners, and we believe there should be (discussed
further in Chapter 7). The Wiki affords three different levels of community connection, allowing
individuals to modulate their involvement according to their preferences: major contributions, minor

contributions, and other community support.

3.6.1 Major contributions

For individuals wishing to contribute to the community and to the Wiki, we recommend submitting
reviews of visualizations and papers. Automated forms [Alg06b, Alg06a] allow the user to submit
entries for the catalog or for the annotated bibliography. These submissions are emailed to the
research group for quality control purposes; they typically appear on the Wiki in under a week. Users
may submit new visualizations, reviews of unreviewed visualizations, or re-reviews of visualizations
already in the catalog.

Since a review requires reasonably extensive experience with a visualization and in-depth analysis
on several levels, we believe that a limited subset of potential community members will actually
contribute in this manner. This is desirable, however, because the deeply committed will tend to
submit higher-quality reviews with greater detail and accuracy. We have, in short, tried to set the
bar high enough to deter spammers, vandals, and the frivolous while maintaining a low enough
barrier that at least some people will contribute. Raising or lowering this barrier will probably be

an on-going maintenance task for the foreseeable future.
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3.6.2 Minor contributions

Individuals with less time or inclination may still contribute. We expect that these users will
primarily submit Comments and Ratings for visualization entries. For those not interested in
submitting an entire review but who still have “something to say” about a visualization, we allow
for user comments to be attached to each catalog entry. Such comments do not suffer manual review
or moderation (although of course cases of abuse will be removed or otherwise dealt with) and appear
instantly, lowering the barrier to entry a great deal from the process of submitting a full review.
Users even less inclined to spend time writing but still wishing to add an opinion may submit a
rating for a catalog entry. This rating is from one to five stars and is immediately averaged with all
other ratings for the entry and displayed to the public. Users are allowed to submit only one rating

per entry, although they can change their rating later by clicking a different star.

3.6.3 Other community support

Not all potential community members want to contribute to the Wiki, perhaps because they do not
have time or because of language issues. We do not wish to alienate these users, as we foresee the
Wiki becoming the centerpiece of a vibrant community, not simply a collection of links. To that
end, we wish to implement support for other types of community resources; forums, a listserv, and
“how-to” documents are all ideas on the table. Further research will be necessary to determine how
best to go about sparking the development of a true community, but we hope that the wiki software
itself can be the first in a series of technologies employed. Users should feel free to create additional

wiki pages not directly related to rating and categorizing visualization entities.

3.7 Summary

This chapter provided a broad overview of the mechanical aspects of the Algoviz Wiki. It described
the technology in use, the nature of items collected, the process by which it was initially populated,
some of the characteristics it records, and how community members can become involved. Chapter 4

contains further information regarding the contents of the Wiki.
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Chapter 4

The State of the Practice

4.1 Introduction

This chapter describes the state of the practice in algorithm visualizations. AVs, although popular,
are not always effective teaching tools—some literature finds no significant difference in pedagogical
outcomes [GC96, HD0O, JFHO0] while other studies have shown positive results [SCE07, LSB94,
HNS00, HDS02]. We believe that creating and using them effectively is possible but difficult; this has
been a fundamental assumption underlying all of our work. We further believe that understanding
what makes AV effectiveness such a problematic issue may lead to an increase in the quality of AVs,
the body of AVs, and educational outcomes from using AVs.

We believe the Algoviz Wiki catalog is a representative sample of all AVs publicly available and
thus use it as a proxy for the entire population. From data generated by the Wiki, we seek an
understanding of the overall health of the field. This inquiry is driven by a number of research

questions, such as:

e What AVs are available?

What is their general quality?

Is there adequate coverage of the major topic areas covered in typical computer science courses?

How do educators find effective AVs?

Is the field active, and improving?

Is there adequate infrastructure for storing and disseminating AVs?
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In this chapter, we quantify and qualify the state of the practice as it exists today. See Sec-
tion 3.4.2 for an overview of how the collection was created, and see Section 3.2.2 for a description

of the analysis tools used to extract these data.

4.2 How Many Are Available?

As of March 22, 2007, the collection contains links to 371 AVs. Many of these are individual
applets or programs, but a significant fraction appear as parts of integrated visualization collections
(typically, individual applets that embody 5-20 distinct visualizations, or toolkits that distribute a
collection of 5-20 distinct visualizations as a unit). If a given applet or program contains multiple
visualizations (for example, a single Java applet that embodies separate visualizations for both
stacks and queues), it is counted multiple times—once for each distinct visualization. Although it is
difficult to accurately define (much less determine) how many distinct programs or pieces of software
are represented, one way of determining this information is to count the number of unique links in
the collection. By this metric, there are 221 distinct programs.

These totals do not include older systems like XTANGO and Balsa. We have not yet integrated
their visualizations into the main part of the catalog, although the Wiki does contain pointers to
some of these systems. Disseminating the AVs embodied in older systems into the catalog would
easily bring the total to over 400.

We speculate that we have so far captured at least half of what is publicly available, and have
plausibly located the vast majority of easily found, better-known AVs. The search procedure models
the process an educator would employ for locating an AV; if an AV cannot be found by our method,
it seems unlikely a third party would locate it either via standard Internet search engines. The Wiki

is, of course, still actively collecting new links.

4.3 How Are They Implemented?

Since Java’s introduction in the mid-1990s, virtually all AVs and AV toolkits have been implemented
in Java. Nearly two thirds of available AVs appear as applets directly embedded in web pages. How-
ever, a noticeable minority are Java applications that must be downloaded and opened locally, while

only about five percent are implemented any other way. See Table 4.1 for a complete implementa-
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tion breakdown. Note that in Table 4.1, “percentage” is a percent of the number of visualizations
for which the Algoviz Wiki contains information about implementation strategy. Some entries are

incomplete and do not yet specify this data.

Java applet 140  65%
Java application 64  30%
OS-specific binaries 6 3%
JavaScript / HTML 3 1%

Cross-platform binaries 1 0.5%
Shockwave 1 05%
Total (strategy known) 215 100%

Strategy not recorded 156

Table 4.1: Distribution of visualizations by implementation strategy

These numbers may be somewhat biased. As explained in Section 3.4, there is a tendency to
search for applets since this turns out to be a keyword that provides many positive hits. Visu-
alizations directly available on web pages will typically get more attention from potential users,
since they need not go through the additional step of downloading and unpacking a visualization
or visualization system. Thus, these are more likely to be linked by others, resulting in a higher
profile among search engines. On the other hand, a significant number of links in the collection were
located via visualization link collections as described in Section 3.4.2. This helps ensure that the

data collection process does not focus completely on AVs provided as applets.

4.4 How Are They Disseminated?

Almost none of the visualizations in the collection are available from large, organized repositories.
The status and effect of various courseware repositories on the algorithm visualization community
is discussed in Section 5.3.2. Many visualizations are cataloged by link sites, like the Algoviz Wiki,
which attempt to link to visualizations that the site’s managers consider “worthy”. However, most
of these link sites are small in scale, linking to perhaps 20 favorite visualizations for some course or

textbook. A small number of efforts exist to produce comprehensive catalogs of visualizations (for
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Figure 4.1: Distribution of visualizations by topic

example, the Hope College collection [Hop06] in 2001), but the Algoviz Wiki appears to be the only

such effort currently active.

4.5 What Are They About?

The catalog’s topic list was originally seeded with subjects typically covered in the freshman and
sophomore courses on data structures and algorithms. This decision was made early on, somewhat
arbitrarily, because it seemed like an appropriate scope in which to work. We did not treat this as a
hard restriction, however, and some upper division topics like computational geometry, algorithms
for N"P-complete problems, dynamic programming, and string matching are also considered. These
topics were added as we found links to visualizations in them, and our list is by no means closed
to new additions. Our top-level categories for grouping visualizations, along with their current
population counts, are given in Tables 4.2 and 4.3. Each major category shows its total, and
significant subcategories are also shown.

As Figure 4.1 shows, there is wide variation in level of coverage. Over 12% of all AVs demon-
strate linear structures such as stacks and queues, even though these probably present less difficulty
to students than many other topics. Over a third of all collected AVs demonstrate sorting algo-
rithms. While sorting is a key topic for undergraduate data structures and algorithms courses, this
disproportionate representation certainly overstates its importance. Further, many of these sorting
visualizations are variations on the classic “Sorting Out Sorting” video [BS81] and merely show bars
being swapped. In stark contrast, most specialized and advanced topics are poorly covered. For

instance, only 13 AVs (3%) cover compression algorithms, and 10 of those are on Huffman coding.
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Search Algorithms 12

Linear/Binary Search 2
Hashing 10
Sort Algorithms 128
Sorting Overviews 6
Insertion Sort 19
Selection Sort 20
Quicksort 19
Mergesort 22
Heapsort 8
Radix Sort 10
Graph Algorithms 39
Traversals 10
Shortest Paths 11
Spanning Trees 9
Network Flow 3
Compression Algorithms 13
Huffman Coding 10
Memory Management 4
Other Algorithms 32
Computational Geometry 6
NP-complete Problems 3
Algorithmic Techniques 3
String Matching 8
Mathematical Algorithms 4

Table 4.2: Major categories for visualizations of algorithms
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Linear Structures 46

Lists 13
Stacks & Queues 32
Search Structures 52
Binary Search Trees 14
AVL Trees 7
Splay Trees 8
Red-Black Trees 8
B-Trees and variants 10
Skiplist 3
Spatial Search Structures 28
Point representations 12
Rectangle representations 8
Other Data Structures 17
Heap/Priority Queue 9

Table 4.3: Major categories for visualizations of data structures

Even worse, a fundamental topic for upper-division courses like NP-completeness gets attention in
only 3 AVs (< 1%). This imbalance certainly leaves room for new visualizations and implies a space

for authors of AVs to make a significant impact (see Chapter 7 for further discussion).

4.6 Who Makes Them?

We have developed a picture of who is providing visualizations. A little over a quarter of algorithm
visualizations are essentially single efforts by their respective authors. Another 20% are provided
by “small shops” that have created 5-15 visualizations, mostly by hand, often as individual Java
applets. These might have each been created by the same individual over some number of years
(typically a faculty member who is teaching relevant courses), or they might have been developed
by a small number of students working for a faculty member.

The lion’s share of visualizations (over half) are created by groups who have 15 or more visualiza-
tions under their belts. In the majority of these cases, these visualizations are part of a system, but

a significant minority are parts of collections we cannot characterize as a “system”. See Table 4.4
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“One-offs” (04 visualizations) 93 27%

Small shops (5-15 visualizations) 63 18%

Hobart and William Smith Colleges 5

Johns Hopkins University 6

Princeton University 6

University of Texas, Arlington 6

University of Patras 7

Hope College 9

Seton Hall University 10

University of Auckland 14
Prolific teams (154 visualizations) (0] 22%

Virginia Tech 16

University of Pittsburgh 17

University of Canterbury 18

IIT Kanpur 24
Visualization systems (15+ visualizations) 111 32%

Duke University (JAWAA) 17

Phillips-University, Marburg (Data Structures Navigator) 21

University of San Francisco (DataStructureVisualization) 34

University of Maryland (IDSV) 39

Unknown / not recorded 29

Table 4.4: Distribution of visualizations by author class
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for a complete breakdown by sponsoring institution.

One caveat should be recognized: because our search procedure consisted of a great deal of
manual link following and URL manipulation (described in Section 3.4.2), once a single AV from a
collection or small shop was added to the Wiki, the entirety of that collection was soon added. This
ensures that we probably have all visualizations available from the small shops with at least a little

visibility; the AVs we missed are presumably heavily skewed towards one-offs.

4.7 What Is Their Quality?

A majority of the collected visualizations either cannot be made to work easily, or appear to have
no pedagogical value. Here, “has no pedagogical value” means that the visualization gives the user
no understanding whatsoever of how the data structure or algorithm being “visualized” works, and
so will be of little use in the classroom. Admittedly, this is a somewhat arbitrary definition, and the
assignment of quality designators is a subjective one, but a growing body of work suggests observable
characteristics which contribute to visualization effectiveness [Sar02, SSMNO04], and this work has
guided the apportionment of labels in the Algoviz Wiki.

For this analysis, we looked at the 127 sorting AVs in the catalog (as these have full catalog
entries, whereas other AVs include only partial information). Ouly a small fraction—15%—achieve
a rating of “recommended” for use, either as a lecture aid, as the basis of a lab exercise, or for
self-study of a topic. Another 45% fall in between: they are “potentially useful” but severely limited
in pedagogical or functional ways. The remainder receive a rating of “not recommended”; they fail
to function at all or have no redeeming value for educators. See Section 3.5.1 for further discussion
of these ratings.

Even the better visualizations tend to have serious deficiencies. Perhaps half of all algorithm
visualizations are actually animations. While some animations do appear useful, in general, users
of animations are relegated to a status as passive observers with no control over pacing (aside
from animation speed), the data being processed, or the operations being conducted. A different
type of deficiency often occurs with visualizations of tree structures, which are popular subjects for
visualization. Typically, these will show the tree that results from a user-selected insert or delete
operation. Rarely do they illustrate at all, let alone effectively, how the insert or delete operation

actually works.
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Figure 4.2: Last-change dates for sorting visualizations

4.8 When Were They Made?

Some well-known systems were developed in the early 1990s for creating algorithm animations and
visualizations. However, most of these are now no longer available or so difficult to access due to
changes in computer operating systems that they are not currently a factor in education. Considering
primarily the development of visualizations since the mid-1990s (i.e., Java), there is a noticeable
decline over time in the creation of new visualizations, particularly after 2002. Figure 4.2 shows a
histogram of the last-change dates for the sorting visualizations currently in the collection. These
counts are “by project” rather than by individual visualization, in that if a given visualization or
visualization system provided visualizations for multiple sorting algorithms, then it only counts once
in the histogram. Observe that, while there are still active projects, overall activity does not appear
to be as extensive today as it had been previously. Since the catalog records the “last updated” date
for the various visualizations, the better numbers at the end of the histogram indicate that there
still exist some active projects as opposed to a recent rise in activity.

As discussed above, the recent decline in the creation of new visualizations certainly cannot be
explained by saturation of either topic coverage or content quality, since both are sadly lacking.
Ongoing (recently updated) projects appear no more attuned to the topical gaps in coverage. Nor
are recent projects particularly more effective.

Perhaps students were readily available to create visualizations during the Java boom of the mid
to late 1990s, when Java and applets were new and fashionable for students to learn. Now, other
technologies like Ruby on Rails and AJAX compete for students’ attention, while Java is both widely

known and somewhat passé. The nation-wide drop in computer science enrollment [Fra04] may also
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Figure 4.3: Disappearance of links in the catalog

mean that there are simply fewer students available, resulting in a smaller pool of individuals willing

to take on such projects for independent study or class credit.

4.9 Will We Find Them Again?

Like everything on the Internet maintained by individuals, algorithm visualizations have a high
turnover rate in their accessibility. To get some measure of this, one of our tools tracks the status
of the visualization links on our wiki (see Section 3.2.2). Each week, a snapshot of each link’s
accessibility is recorded.

At one point early in the history of the wiki, there were 46 active (working) links. After three
months, one of those 46 had a host machine was no longer on the Internet, three returned “page
not found” (two of these three were at the same site), and two became permanent redirection pages
(indicating that the links in the wiki need to be updated or eventually those visualizations will be
lost). In other words, over a span of three months, 6 out of 46 links (13%) were either lost or moved.

Since that time, this analysis has been run for two more time spans. The first covers the period
July 31, 2006 to February 26, 2007 (seven months). On July 31, the catalog had 251 links. By
February 26, 40 of those had disappeared and 13 became redirects. For this seven month period,
21% were lost or moved. The second time span covers a three-month interval from November 27,
2006 to February 26, 2007. On November 27, the catalog held pointers to 382 links (of which 23 were
not working). By February 26, 84 were lost and 4 became permanent redirects. For this period, 23%
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of the links were lost or moved, while 3% reappeared.! Figure 4.3 presents these results graphically.
These numbers expose an extremely high turnover rate. In just over half a year, one can expect
a full fifth of the catalog to become obsolete. This is a major challenge to creating a useful index of

visualizations. Constant maintenance will be required.

4.10 Summary

This chapter described the contents of the Algoviz Wiki’s catalog and drew conclusions about the
state of the practice in algorithm visualizations. It stated and answered the basic research ques-
tions about the population of visualizations available to today’s educators, including concerns about

availability, quality, retrievability, and improvement.

Interestingly, 12 links which initially did not work were back online by February 2007. This probably represents
a transient web server failure on the November date and, more importantly, underscores the fact that determining or
even defining “lost links” is inherently difficult and prone to error.
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Chapter 5

Building An Algorithm

Visualization Community

This chapter describes the need for and the potential benefits from an algorithm visualization com-
munity. It also enumerates the requirements for sparking such a community. The benefits of a
community include making it easier to choose what visualizations to implement, making it easier to
find visualizations for educational use, and a mechanism for disseminating know-how to create high-
quality visualizations. Requirements include opportunities for interaction, a courseware repository,

and up-to-date statistics about the field.

5.1 Filling a Need

Currently, AV development seems to occur in a social vacuum. It is unclear that developers of
visualizations are taking to heart lessons gleaned from effectiveness studies [SCEQ7]; they seem to
be simply re-making the same mistakes as their predecessors. Additionally, it is not easy to find AVs
(much less good AVs). Our proposed remedy for this situation is to bring various AV stakeholders—
developers, educators, researchers, and end users—together into a community. We believe that
enhanced communication will lead to dissemination of knowledge and good ideas, higher quality

AVs, and better educational outcomes from the use of AVs.
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5.2 Potential Benefits

5.2.1 Data-driven decision-making

Those who cannot remember the past are condemned to repeat it.
—George Santayana, 1905

We want developers and researchers to learn from the information gathered about the contents
of the Wiki and begin making positive changes based on our results. For example, one of the crucial
data points illuminated by our research is the overwhelming number of sorting visualizations; it seems
clear that other topics should be covered with the same fervor. Within the milieu of a community,
potential AV authors can easily discover this opportunity and capitalize on it by covering a lacking
topic. This benefits both the author and the community; the author’s work is more likely to be
noticed since it stands out, and the community now has access to an AV for a formerly unavailable

topic.

5.2.2 “Browsability” of resources in a repository

Courseware repositories have the potential to be superior to a basic Internet search when looking for
visualizations for at least four reasons. Internet-based keyword searches do not help the instructor
who is searching for good ideas. By browsing a list of visualizations and courseware for lower-
division data structures and algorithms topics, the instructor might come upon different treatments
and approaches than she might have developed by listing certain topics and searching explicitly for
them.

Visualizations maintained by individuals are prone to loss of access. The Internet is well known
for high turnover of material, either because URLs change, or because the material is no longer
made available. Both keyword-based search of the Internet and collections of visualization links
are susceptible to this problem. Only curated repositories hosted by stable providers can give any
assurance for long-term sustainability.

A large fraction of existing visualizations are unusable, either because they simply do not work, or
because they are poorly conceived and implemented. A repository, or a curated site of visualization
links, could provide editorial guidance to educators regarding the quality of the visualizations. Such

sites might pick and choose which visualizations to provide, or they might supply ratings information.
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A repository or curated site that developed its web presence could allow educators to actively
participate in the site, using social bookmarking schemes, like del.icio.us, or user ratings, like
Amazon.com, or features of other social networking tools. By allowing users to comment on, rate,
and cross-link resources, educators would be able to add value to the entire collection over time just

by using it. MERLOT [MERO06] is one repository moving in this direction.

5.2.3 Development practices

Sixty percent of the visualizations in the Wiki were developed by a prolific team of authors; pre-
sumably these people are, out of necessity, following some set of software engineering guidelines.
But what about the other forty percent, the one-offs and the small teams? Especially among the
one-offs, there is a distinct possibility that should the author’s hard drive crash on the same day as
the webserver’s, that visualization would be lost entirely. Further, at least a few of the visualiza-
tions’ authors’ explicitly state that they would release their source code if only it were commented,
readable, well-factored, or otherwise obeyed the principles of software design.

This indicates that poor development practices are being followed: source code is not being
checked into version control systems, object-oriented software is not being correctly structured for
maintainability, and other problems. Perhaps some of this failure is due to laziness, but what
portion of it can be attributed to lack of knowledge about good practices and how they apply to
visualizations? After all, AVs seem so simple: throw some nodes or some bars on the screen and
move them around.

We believe that given a community of practitioners which includes both small and large de-
velopers, there will be both the knowledge and the pressure to follow software engineering and
development standards. One possible template, free and open source software, is discussed at length
in Chapter 6, but even closed source development would likely benefit from the many eyes of ob-
servant peers in the community. This is admittedly an unproven argument and will require further

study, but it intuitively feels like a safe assertion to make.

5.3 Requirements

What, then, would it take to initiate a community of AV stakeholders? We believe that three things

are necessary (or at least desirable): opportunities for interaction, a good courseware repository,
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and up-to-date statistics.

5.3.1 Opportunities for interaction

We know of no physical or virtual venues where the various AV stakeholders may gather. While
digital communities probably will never replace the traditional birds-of-a-feather session and confer-
ence workshop,! having an online place for informal discussion and knowledge dissemination cannot
help but improve the field. Note that “place” is used here in the computer-supported cooperative
work sense; see [HD96] for its introduction and precise meaning.

Online communities typically facilitate asynchronous communication using discussion forums
and/or email listservs. We can imagine extending the Algoviz Wiki to support these mediums or
installing other software packages on the same site (algoviz.cs.vt.edu) to allow for non-real-time
communication. If there were enough community interest, periodic or always-available synchronous

communications (chat rooms and instant messages) might also be made available.

5.3.2 Courseware repository

Educators need a dependable collection of visualizations to draw on (either directly in service of
teaching or as a base for creating new visualizations). On the other side of the coin, small-time
developers of visualizations need reliable hosting and infrastructure for disseminating their creations:
while many educators have heard of JAWAA, for instance, and will be readily able to locate its
URL via Google, less prominent visualizations may be entirely passed over simply through lack of
awareness of their existence.

The computer science community has made several attempts at courseware repositories; the
collection of materials submitted to JERIC [Jer06] and the CITIDEL repository [CIT06] come im-
mediately to mind. JERIC and its contributed courseware are indexed as part of the ACM Digital
Library [Ass06], hypothetically allowing for easy searching. While the ACM DL and CITIDEL
are both huge collections, neither appears to have large amounts of courseware in general or visu-
alizations in particular. Equally important, neither provides good search tools for courseware or

visualizations. The bulk of their materials are papers, and they tend to organize by content topic

1Real-world conferences where algorithm visualization might be considered include SIGCSE and ITiCSE; perhaps
the association between AV stakeholders can be strengthened here, as well.
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algoviz.cs.vt.edu

CITIDEL 488,283  100%

Papers 357,822 73%
Non-papers 130,461  27%
Organized under “Computer Applications” 11,395  2.3%
In “Computer Applications” & contains “visualization” 0

Organized under “Computers and Education” 7,166 1.5%
In “Computers and Education” & contains “visualization” 0

Visualizations found via other means 1

SIGCSE 97 100%
Category “Visualizations” 15 15%
Other categories 82 85%

Table 5.1: Contents of CITIDEL courseware repository and SIGCSE link collection

(CITIDEL) or publication venue (ACM DL). Neither supports browsing of courseware separate from
the (overwhelming) body of non-courseware content.

SIGCSE provides a small collection of links [SIG06]. Broader courseware repositories include
SMETE [SMEO06], and Connexions [Con06]. While these are promising indicators of a budding
desire for resources of this nature, current incarnations are small in scope and in visibility. None
of these (including JERIC and CITIDEL) are well known within the CS education community, and
none have large collections of visualizations. Further, in all the hours we have spent conducting
Google searches for various visualizations, not a single visualization within any of these repositories
was discovered. Thus, these repositories appear to provide no search engine visibility for the few AVs
they may contain. Table 5.1 provides exact details on what the CITIDEL repository and SIGCSE

collection contain (statistics are not available for JERIC, and SMETE/Connexions are overly broad).

5.3.3 Up-to-date statistics

Chapter 4 gave a detailed overview of the current state of algorithm visualizations. However, much
of the information was (at least partly) manually derived, a labor-intensive process, and worse,
much of it will be out of date within a month or two (and almost all within a year). The Wiki

and the community in general need dynamically updated statistics on the order of those contained
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in Chapter 4. We have begun to develop software for extracting such data (see Section 3.2.2), but
there will continue to be room for more and deeper automated analyses.

By providing dynamic statistics about the collection in the Wiki, we make it plausible for de-
velopers to choose topics (and other variable dimensions) based on evidence instead of speculation.
Note that we say “plausible” since the existence of these tools does not guarantee their use. How-
ever, combined with the idea of a cohesive community which does avail itself to resources, having
good data about what has been done and what mistakes have been made ought to drive the general
quality of the field upward.

In addition to these hard numbers, developers might find commentary from forums/listservs to
be valuable as well. Similarly, educators can get “on-the-ground” reports from fellow educators
about which visualizations work and how to successfully integrate them into a curriculum. Any
opinions, experiences, and lessons learned from others can save time and allow educators to make

better choices when picking visualizations to incorporate.

5.4 Summary

This chapter briefly presented arguments for trying to spark a community of algorithm visualization
stakeholders. Visualization authors’ decision-making abilities and development practices are likely
to be enhanced by the fostering of a community, and educators’ ability to locate appropriate vi-
sualizations would likewise be improved. It also laid out a selection of infrastructure which would
increase the ease or likelihood of creating such a community, including forums, listservs, chat rooms,

a repository of visualizations, and live data-gathering and analysis tools.
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Chapter 6

Free and Open Source Software

6.1 Introduction

Nearly all algorithm visualizations are distributed free on the Internet for all interested users. A
significant fraction (about one third according to our investigation) provide access to the source
code for the AV. Thus, AVs might seem to be a natural target for free and open source (FOSS)
licensing and best practices, including use of development tools typically associated with the FOSS
community. Moreover, the FOSS community may serve as a model for any potential AV community
to emulate.

This chapter reports on the state of the practice for AVs, regarding both development and
distribution, along open source lines. While many AVs are distributed with source code, they often
do not qualify as open source, and nearly no developers of AVs use open source development tools

or best practices. This chapter will spotlight several opportunities for future improvement.

6.1.1 What is “open source”?

Unless otherwise noted, the term “open source” specifically refers to software products licensed under
an OSI (Open Source Initiative) approved license [OSI06]. While other definitions of open source
may merit consideration and be more or less inclusive, OSI was selected because its definition of the
term seems to accurately reflect mainstream opinions on what an open license should and should

not look like, and it gives defensible arguments for each of the conditions placed on such a license.
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6.2 Naive Expectations

Developers of AVs often present more or less of their source code for public use, with about one
third of AVs coming packaged with source code. Computer science educators are likely to assume
that these projects are open source because the AV itself is freely available. Given how resource
constrained most educational projects are, it seems reasonable to suspect that those who do manage
to create something of value would be willing to share it with the community, with hopes for help in
maintaining the project and future reciprocity of other teaching tools. Also, open source tools have
made inroads elsewhere in computer science education (for instance, Virginia Tech’s undergraduate
UNIX class [CS206] is taught entirely using various flavors of Linux). It is thus natural to believe
that most CS instructors expect any publicly available CS educational material that includes source

code will be open source as well.

6.3 Open Source Use in Algorithm Visualization

All AVs in the Wiki are freely available for educators to use. Although this might be an artifact
of the search process, we have yet to find any non-gratis AV or system out of over 370 separate
visualizations cataloged. Around one third of these include source code online or otherwise make
source available (perhaps by users specifically contacting the author of the AV).

Note that by “source code” we refer to the visualization itself. Many more AVs include code
or pseudocode for the algorithm being visualized, which are not considered “source code” for the
purpose of this discussion.

AVs from a subset of our collection were analyzed and separated into bins according to which,
if any, open source license was chosen. This subset consists of all sorting AVs whose websites could
still be accessed on or around November 9, 2006. The bins are described in Table 6.1.

Results of this analysis were somewhat disappointing from the FOSS standpoint. Of 125 AVs,
only 43 had source available (and only 33 actually posted source on the web, while the other 10
indicate availability via email). Of those 43, only 10 were under OSI-approved licenses, with another
5 under “nearly-OSS” licenses. Nearly-OSS licenses are those which would have OSI approval except
that they explicitly disallow commercial use. For academic courseware, restrictions on commercial
use are largely irrelevant, so our analysis will treat those artifacts as open source. See Figure 6.1 for

a full breakdown of the various categories. Note that no explicitly public domain AVs were found.
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GPL-like | May redistribute the binary only if modified source available

BSD-like | May redistribute the binary with or without source;
includes MIT [MIT87] license

All other OSI licenses | OSI-approved but under different terms than either GPL [GPL89]
or BSD [BSD78§]

Public domain | Author explicitly relinquishes copyright protection; none have been

found in the collection so far

Source available!| Author makes source available but either: 1) makes no claim about
redistribution, 2) makes a non-OSI-approved claim about redistribution,

or 3) explicitly disallows redistribution.?

Source not available | Redistribution not an issue since source is unavailable

L “Source online” is distinct from “source available via email”.

2 We have found none which explicitly disallow redistribution.

Table 6.1: License bins

Eighteen of the AVs post the source code with no license or other explanation of their redistribution
conditions.

We had hoped that more than 12% of the AVs would be truly open source. Of AVs provid-
ing source, the number that are open jumps to 35%, a better but still not impressive percentage.
Although only the sorting AVs were analyzed, this is believed to be a representative sample. How-
ever, there is a reasonable expectation that more AVs would be open source if there were greater
awareness on the part of developers regarding the advantages of providing an explicit open source
license with their source code. Many of the source-available AVs seem to lack a license not because
the developers wish to prevent redistribution, but due to a lack of understanding of the process.
For instance, the 10 AVs in the category “Source available via email” are all from one developer,
and since one would have to email him to even get the source, it seems likely that arrangements for
redistribution could be worked out at that time. Also, at least one of the AVs in the “Source not
available” category actually has a derivative work at a different address, so it seems that some kind

of redistribution scheme was worked out on a case-by-case basis between the two groups.
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Figure 6.1: Open source license use in sorting visualizations

6.3.1 The role of open source in algorithm visualization

So why should anyone care whether or not a given artifact is technically open source? It may be
an oversimplification, but source without an open source license is essentially useless to potential
users. Suppose an instructor wants to fix a bug in or make a change to an AV. The instructor is
free to make those changes. .. for herself. However, because of copyright law, she probably cannot
redistribute the work. That is, copyright law does not permit her to make her changes available
to her students or to the public. (Some might argue that fair use allows her to make the changes
available to her students, but that issue is beyond the scope of this thesis. Regardless, she cannot
simply post them on the course website which is, presumably, available to the Internet at large.)
Thus, it makes a practical difference whether or not AV developers think to post a license declaration

along with their source code.
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6.4 Relevant FOSS Infrastructure

Open source infrastructure can play two roles in the AV community. First, there are the potential
advantages that come from making artifacts and systems open source. Second, developers of AVs
might take advantage of the large number of tools and best practices available from the open source
world to improve their software development efforts. Some of these tools are available for use
no matter what license an artifact falls under, while others require that software derived from or
connected to the tool be open source itself. This section describes tools which might be useful to an
AV project. The next section describes the level at which of these tools appear to be in use by AV

developers (the short answer is: hardly at all).

6.4.1 Java

Since its appearance in 1995, Java has become the overwhelming platform of choice for AVs available
on the web. In late 2006, Sun Microsystems announced that Java would be licensed under the GPL
[Jav06], thus bringing it into the true open source community. Because Java is licensed with the
so-called “Classpath Exception” [Cla06], AV projects are not required to be open source to use the
newly-opened Java tools.

There are also several other open source Java systems besides Sun’s. These fall into two cate-
gories: virtual machines and classpath libraries. IBM’s Jikes and the community-developed Kaffe
are probably the best-known open source virtual machines, while the Free Software Foundation’s
GNU Classpath is the best-known open source classpath library. With “official” Java now open
source, it is uncertain what will become of the other projects, especially the GNU Classpath, since

they are now somewhat superfluous.

6.4.2 GNU toolchain

The main open source compiler alternative to Java is the GNU compiler collection, especially the
C++ compiler g++. Other tools included in the GNU development toolchain include autoconf
and automake, for configuring the build process, and libtool, for creating portable libraries. The
GNU tools have a similar exception to their license which allows non-open source software (actually,
non-Free software [Fre06]) to be compiled and distributed under whatever license its creators choose.

The names and descriptions of the various components hint at the reason for adopting the GNU
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tools: portability. AV projects are most useful when they work on any platform, and cross-platform
compatibility begins with portable code. Instead of targeting a different compiler on every platform,
code which compiles in g++ and configures itself with autoconf can be written once and will run on
any UNIX-like system (and sometimes Windows). We do not expect portability to be a compelling
argument in a community where nearly everything is written in Java. Some older projects, however,

were written in C+4, and a few of these are maintained and are viable for future use.

6.4.3 Version control

Another important tool used in software development is source code version control. Here again, the
open source community has much to add, in the form of the Concurrent Versions System (CVS) and
Subversion (SVN). Version control allows software developers to track changes to bodies of source
code, connect those changes to individuals, and collaborate across physical boundaries (distance,
time zones) using the internet.

CVS and SVN are both easy to set up, allowing developers to quickly focus on building their AV
system rather than fighting with infrastructure. This small investment of time opens up development
to other people at different institutions, thus potentially spreading the cost and effort across a larger
number of players. Also, when a build of the code breaks, developers can go back to the last good
build and figure out what changes were checked in and by whom. Finally, this source code repository
can be used either for open or non-open projects. CVS and SVN both have built-in authentication
controls to allow only certain individuals to commit changes, and either anonymous or authenticated

browsing of the code.

6.4.4 FOSS hosting

For projects needing a permanent home on the internet, there are two widely-known choices: Source-
Forge [Sou06] and GNU Savannah [Sav06]. SourceForge provides web space, a compiler farm, version
control tools, mailing lists, bug tracking, and other infrastructure to ease software development. Sa-
vannah provides many of the same facilities. Both require hosted software to be developed under an
open source license. Savannah additionally requires the license to be GPL-compatible (or “Free”, as
the GNU project prefers).

Why would an academic developer of an AV choose to host her project with an outside site,

when almost every university provides web space for such research projects? Sourceforge [Why06]
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provides several good reasons in section G03-01. Summarized, those reasons are:

e casier maintenance,

helps meet license requirements,
e promotes re-use,
e allows continuation of orphaned projects, and

e permits viable forks.

6.5 FOSS Infrastructure Use

To get an idea of how FOSS infrastructure is actually being used by AV developers, the same sample
(those sorting visualizations in our collections accessible in early November 2006) was analyzed
again. The results were extremely clear. Essentially none of these developers uses open source tools
or methods to create AVs.

Four AVs (of 125) are hosted at FreshMeat (a mostly-open-source project hosting site like Source-
Forge). Another two suggest using g4+ to build them. These are the only instances of open source
infrastructure use we were able to identify, although the possibility remains that some groups are
using a version control system like SVN internally.

Apparantly, under 5% of the individual AVs make use of the open source tools available. This
percentage remains about the same when the sample is broken down by project instead of by AV.
The 125 AVs are spread across 52 distinct projects. The four FreshMeat-hosted AVs are part of a
single project. The two g++ AVs were from separate projects, so a little under 6% of the projects
use open source tools. However, the two using g++ probably do not do so with the intent of making
their projects open source.

Sorting is a fundamental topic in algorithm visualization, and all major efforts to develop a
comprehensive collection of AVs will include sorting. Thus, the larger AV development efforts are
certain to have been included in the sample. One might speculate that larger projects will have the
most motivation to use open source tools and project management infrastructure. If the members

of the sample do not use these tools, it seems even less likely that other AV developers do.

43



6.6 Obstacles to FOSS In Visualizations

This survey shows that AV developers have not adopted many open source practices, nor are many
AVs themselves open source. Why not? Some obstacles are inherent to any academic software

development effort, while others seem specific to AVs.

6.6.1 Choosing a license

Imagine trying to convince your project leader that some project should be open sourced. She seems
interested, and asks how to proceed. You mention that there are plenty of options available, but
surprisingly, this seems to have the opposite effect from what you intended. Questions arise such
as “What’s the difference between public domain and the BSD license? Which version of the GPL
should our project choose? More importantly, why should I have to become an expert on software

"’

licenses? We already post our source to the web!” Thus, many projects post software without
license due to inability or unwillingness to come to terms with the details involved in making a

license decision.

6.6.2 Institutional IP policy

Many universities and companies have strict policies about how institution-funded intellectual prop-
erty can be distributed. For example, Virginia Tech’s IP policy [[PP99] explicitly includes “software
programs” and states that the copyright rests with the university, not the author(s) of the code.
Without holding copyright in the first place, an author may not provide his work under an open
source license (or indeed any license at all). However, another part of the policy states that “[t]he
university’s mission includes dissemination of IPs in the most efficient and effective manner possi-
ble.” An author might argue that opening the source to his AV is “the most efficient and effective
manner possible” for getting that AV into the hands of educators. While university IP managers
typically will agree with this view, it is still no surprise that some people do not want to wade into
open source. Policies about ownership and distribution appear to them unclear and sometimes even

contradictory!
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6.6.3 Project management

Developers of projects like the Apache webserver and Linux are well-versed in managing open source
projects. They know about the various licenses, what each license obliges them to do, how to provide
source code, and how to manage the potential flood of patches and new feature submissions. But
what about the professor accustomed to having a few students informally create a set of AVs? The
management concerns here are different because the scale of the effort is different. The professor
might not have the time or inclination to deal with these issues. Academics are also often not expe-
rienced with software development practices such as version control systems, nor do they consider
the long-term implications of poor development practices.

Some of the value provided by the tools might (rightly or wrongly) be percieved as not applying
to smaller projects. For example, consider the use of versioning systems. A professor might be used
to “trusted” submissions from a small set of known individuals and can usually dictate the form
those submissions take. The open source manager must treat every code submission as a potential
Trojan horse containing malicious functionality. Worse, even if the manager can trust submissions,
she must still deal with a variety of different mechanisms. Some people send a small patch file via
email, while others prefer commit access on the CVS server. It would seem ungrateful to dictate one
method or the other for receiving what is essentially a gift, so she does not make any requirements.

Then there is the question of what the license requires. The GPL, for instance, requires the
source to be distributed along with the binary.! The project manager needs to ensure that the
source to the latest release is available, plus he must meet any other criteria set forth in the license.

This can seem like an overwhelming task to someone who just took the plunge to open source.

6.6.4 Community pressure and support

In the Linux community, almost everything is open source as a matter of course. The mindset of
Linux developers is one of sharing and openness. Even if a project has no other compelling reason
to be open source, this community standard tends to push developers towards it. Not so among
AV developers. With only 12% of the “market” open, and little interaction within the community

to begin with, there is no pressure from the community to open up other projects. Worse, there

1Of course, as the copyright holder, one could simply not release the source and claim that version is not covered
under the GPL, but that would defeat the purpose of opening the source in the first place. Also, if the code includes
any other GPLed code whose copyright is owned by another party, the source must be available.
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are no resources for making it easy on AV developers to learn open source practices, as there is no
organized AV community or suitable website to disseminate this information. There does seem to
be community pressure to create AVs which are cost-free to use, perhaps explaining why we found
no for-profit AVs.

Community pressure would push some project managers over the hurdle of learning about li-
censing, patch acceptance, and the other problems. Community support would provide them with
the tools they need to jump those hurdles. It is a chicken-and-egg problem, though. Someone has
to go through the process without the benefit of specific resources, and then they (or others) must
create those resources and start applying pressure on a few others in order to kick-start the process.
“Critical mass” has not yet been attained and there are not enough open source AV projects to base

an open source AV community around.

6.6.5 Cost-benefit analysis

Finally, the “what’s in it for me?” factor must be considered. Without community pressure or
support, the tasks of learning how to manage an open source project, navigate institutional IP policy,
and understand open source licensing will probably not be undertaken voluntarily. Potentially, open
sourcing could provide patches and new features, but most AV developers do not recognize or
appreciate the potential. Most AV artifacts are small enough to be reasonably well-tested in-house,
and bug reports will trickle in from outside users with or without the source. Why, then, should a
potential open source developer spend the time and effort required to become an actual open source
developer? What rewards will that developer reap from such an investment of resources? Until these
questions are answered satisfactorily, the pragmatic developer will simply continue on the path he

already knows, and that path is not typically open source.

6.7 Improving the Community

Any tool which eases the overhead inherent to software development is bound to improve outcomes
for an AV project. Allowing someone else to handle the development infrastructure allows educators
to focus on the pedagogical and educational goals of their project. The obstacles described in the
previous section are not insurmountable. This section will describe potential solutions for overcoming

each one in turn, along with some larger issues not specifically addressed above.
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6.7.1 Licensing and policy

Choosing an open source license and dealing with IP policy are considered together because the so-
lution to the former may greatly ease the difficulty of the latter. We envision a community resource
which explains the major differences between the licenses, including rights and responsibilities, writ-
ten in multiple formats to appeal to different stakeholders: plain English for developers and potential
licensees, “legalese” for university or corporate legal teams, and an executive summary or condensed
version for intellectual property organizations.

The various FOSS licenses do provide a great deal of flexibility to software producers. Looking
at the list provided by the Open Source Institute can be overwhelming. For most projects, though,
the only truly sticky decision would be between a BSD-like license or a GPL-like license. The latter
requires that parties who redistribute a modified binary must also redistribute the source code to
any changes made, while BSD allows anyone to modify the code and redistribute the binary without
passing along those changes. The developers must decide, on a project-by-project basis, which type
of protection is more appropriate.

The hope is that with a lawyer-reviewed resource willing to stand behind the arguments for the
various licenses, IP organizations will better understand the rationale behind open source and be
more willing to permit (or encourage!) its use. The Open Source Initiative’s Advocacy page [OSI03]
is a good start towards such a resource. We foresee a similar site, geared specifically for the AV
community, whose explanations and information relate to typical issues in developing visualization

materials.

6.7.2 Project management

A little education for developers would go a long way towards easing the difficulty of project man-
agement. There seem to be no sites which document the software engineering process for algorithm
visualizations, and certainly none which provide an open source slant. In fact, there are not even
repositories available that contain a significant body of AVs for use (described in Section 5.3.2). A
site that could provide the licensing information described above along with appropriate review and

summaries of open source tools could have a major impact on the AV community.
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6.7.3 Community pressure and support

Given the generally low quality of AV artifacts available today [SCE07], the need for more pro-
fessional development of these artifacts is apparent. While this is an independent problem from
the question of open source, we believe that a healthy open source community would drive qual-
ity upwards. The mechanism would be two-pronged. On one hand, having potentially dozens of
developers will demand better software engineering from the start (and possibly provide some psy-
chological pressure to create a higher-quality artifact). On the other, those dozens of developers will

submit bug fixes and feature enhancements, presumably creating a higher-quality AVs themselves.

6.7.4 Attrition

AV projects have historically been quite unstable in the long run with respect to accessibility. They
often disappear or move around, as is typical for user-maintained web sites. (For statistics on the
the rate of disappearance of AVs, see Section 4.9.) Even though the university might be willing to
host faculty or student projects, once the developers leave that university, their site is essentially
lost.

Using a hosting site such as SourceForge or Savannah from the start can have a major impact
on the long-term sustainability of typical AV projects. Both sites have mechanisms in place for
taking over a defunct project, and neither will delete files except under extremely rare circum-

stances [WhyO6].

6.7.5 Cost-benefit analysis

Hopefully, these solutions sufficiently tip the balance of the cost-benefit analysis in favor of opening
the source to AV code. Imagine a new AV project in the near future, where the lead developer has

the following internal monologue.

SourceForge would be a great place to host our project. The community expects (demands,
really) open source visualizations, and besides, there’s a great website for how to manage
algorithm wizualization projects as open source projects. I think we’ll use the GPL for
this project. We’ll have to get everyone up to speed on using open source methods, but
in the long run, this will be the easiest, most sustainable solution.
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6.8 Motivation for Change

So why should the algorithm vizualization community care about open source? There are two classes
of answers, the pragmatic and the philosophical. Pragmatically, tools like CVS and SVN are used
because they improve productivity. The open source approach provides for better user feedback and
improvements to the software. Educators may have limited resources (e.g. developers, testers), and
duplication of effort across institutions is inefficient. Having one open source project allows the easy
combination of these and other resources.

The Open Source Initiative [OSI03] summarizes the above as

When programmers can read, redistribute, and modify the source code for a piece of
software, the software evolves. People improve it, people adapt it, people fix bugs. And
this can happen at a speed that, if one is used to the slow pace of conventional software
development, seems astonishing.

Philosophically, the idea of collaboration is already a part of the research culture in higher
education. Open source development extends this culture of collaboration to the education side of
the mission. Instructors share and peer-review each other’s educational materials, improving their
quality and hopefully the learning outcomes from their use.

Finally, the open source community itself provides educational benefits to the students who
often are doing the software development on visualization projects. It helps them learn to work in
a distributed team, building a “real” codebase [OKO03] and facing the same types of issues they will

face as professional software developers.
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Chapter 7

Conclusions

While many good algorithm visualizations are available, the need for more and higher quality visu-
alizations continues. There are many topics for which no satisfactory AVs are available, yet there
seems to be less activity in terms of creating new AVs now than at any time within the past ten
years. On the other hand, the theoretical foundations for creating effective AVs appear to be steadily
improving. More breadth of coverage is needed to ensure that educators can find an AV for any
topic, especially the more difficult ones.

Collectively, the community is learning how to improve. More papers are appearing regarding
effective use of AVs in courses, and a body of work has begun to form regarding how to develop
effective AVs in the first place. While more fundamental research on how to develop and use AVs
is necessary, we also simply need more implementors to produce more quality visualizations. Once
these AVs are created, educators must be able to find them.

Given the existence of effective AVs, there is still a major gap in terms of a credible national
or international repository for visualizations and other courseware. Some repositories exist now
(CITIDEL and JERIC/ACM DL for example), but they need to mature before they can claim to
provide an adequate solution to this problem.

Thus, a major concern for computer science educators should be how the gains made in knowledge
and artifacts can be disseminated effectively to ensure continued improvements. A true repository
should be set up so AV authors can upload their creations and educators can find them, hopefully

by browsing on various criteria (topic, ratings, etc.). The repository should archive them long-term,
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using a retention policy like that of SourceForge [Why06] to ensure continued availability of the AVs.

Gains in content distribution, effectiveness, and visualization dissemination will not occur in a
vacuum. AV developers, testers, users, and researchers must find one another and form a supportive
community in order to realize these improvements. AVs constitute an appropriate topic around which
to form a “community of practice” (as defined in [LW91]) in order to facilitate learning and increase
participation where ever such visualizations are employed. Visualization researchers are certainly
engaged in the “sustained pursuit of a shared enterprise” [Wen98], and as a nascent community we
should look to prior work on communities of practice to guide our ascent to full-fledged community

status.

7.1 Future Work

It is our hope that research into algorithm visualizations and especially community-building will
continue at Virginia Tech. The Wiki should become a resource that can provide value at every level
to users both deeply embedded and at the periphery of the community. Specific actions to be taken

toward this goal include:
e Continue to expand the collection of links to visualizations

e Enlist significant community help in providing evaluations of existing visualizations, pinpoint-
ing what is available and what is lacking, both in terms of quantity and quality

e Develop the bibliography of existing research literature and continue to investigate visualization
artifacts and efficacy

e Delve more deeply into sociological literature on communities of practice and understand how
findings there can yield improvements here

e FExpand our local community of practice, “AlgoVizQVT”, to include other professors, more
students, funding opportunities, and recognition in the eyes of the department and other
institutions

e Seed and nourish a global community of practice by expanding the Wiki to provide communi-
cation and data-mining tools (forums and listservs for the former, improvement of the existing
tools for the latter)

In these ways, we can make progress toward the day when computer science educators have a
rich collection of high-quality visualizations that span all the traditional topics that we teach, and
authors and researchers have a virtual “water cooler” where they receive support, guidance, and

insight from fellow practitioners of the art.
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Appendix A

List of Included Topics

This is a listing by category of all the AV topics contained in the Wiki. Initially, the Wiki was
seeded with a list of topics commonly taught at the freshman and sophomore levels. Other topics
were added as we found links to visualizations in them, and the list is by no means closed to new
additions.

Linear Structures sequences, lists, stacks, queues

Search Structures binary search trees, AVL trees, splay trees, red-black trees, B-trees, skip lists,
tries, search trees

Spatial Search Structures point representations, rectangle representations, line representations,
region representations, other spatial structures

Other Data Structures binary trees, heaps, expression trees, binomial heaps
Search Algorithms linear search, binary search, hashing

Sort Algorithms sorting overviews, bubble sort, insertion sort, selection sort, Shell sort, quicksort,
merge sort, heap sort, bin sort, radix sort, other sorts

Graph Algorithms graph representations, traversals, topological sort, connected components,
shortest paths, minimum cost spanning trees, network flow

Compression Algorithms Huffman coding trees, Lempel-Ziv compression, run length encoding
Memory Management bufferpools, virtual memory
Computational Geometry convex hull, Voronoi diagram, Delaunay triangulation

Other Topics dynamic programming, NP-completeness, union-find, string matching, lower bounds
proofs, math, greedy algorithms, backtracking, recursion
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Appendix B

Wiki Catalog Entry

This is a list of the characteristics recorded by the Wiki about each visualization.

e Recommendation — our belief in the AV’s pedagogical usefulness

Recommended — few pedagogical or technical problems and appears to have pedagogical
value. Instructors can confidently work this into their teaching.

Has Potential — minor pedagogical issues or some technical difficulties. Instructors can
use this but caution is recommended. When possible, suggestions should be given on how
authors of the visualization can correct these errors.

Not Recommended — major flaws—either useless for teaching or simply does not function
appropriately. Educators are advised to avoid and authors are advised to overhaul the
visualization.

Unreviewed — visualization has not yet been reviewed so no judgement has been passed.

e Link — URL where the visualization can be located

e Delivery Method — how the visualization is delivered

Java applet
Java application
OS-specific binary

etc.

e License — source code availability and license

GPL
BSD
MIT

etc.
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Author — the individual or team responsible (e.g. Matt Cooper)
Institution — college or company employing the above author(s) (e.g. Virginia Tech)
Project — if the visualization is part of a project, that is captured here (e.g. Swan)

Relationship To Project — how this visualization fits into its project

StandAlone — visualization is not embedded in a project
PartOfCollection — visualization’s “project” is really just a loosely-affiliated collection

PartOfProject — visualization belongs with a tightly-integrated project (e.g. XTANGO)
and was created by the project’s authors

PartOfCommunity — visualization is written for a tightly-integrated project (e.g. XTANGO)
but was written by a non-author of the project

e Works — the visualization either mostly works (“yes”) or it does not (“no”)

e Description — objective description of the visualization

e Evaluation — subjective assessment of the visualization

e GoodFor — how the visualization might best be used in the classroom

Teaching the Concept — highly directed, possibly in tutorial format. Has at least one
good built-in data set. An instructor could use this visualization as part of a lecture or
give instructions in a homework/lab assignment for students to follow. There tend to be
conceptual rather than implementation-focused.

Exploring the Concept — less directed, more open-ended. Often allow user-defined data
sets. As students gain knowledge about the concept, this visualization can be used for
them to experiment on their own without explicit instructions to follow. These may be
conceptual or implementation-focused.

Debugging — not necessarily designed for teaching. This visualization has an API or sup-
port for plugging into student code, so students can see visually what their code is doing
in the machine. Alternatively, they may serve to illustrate the exact steps a student’s
code should follow; the student can debug her output by comparing each intermediate
step to the visualization. There tend to be implementation-focused, but their output may
be conceptual or machine-oriented.

Comparison — value is derived from comparison of algorithms rather than algorithms
themselves. Students or instructors could use the visualization to illustrate the differences
and similarities between algorithms that operate in the same domain or competing data
structures.

e First Visited — date on which this visualization was added to the Wiki, all dates in YYYY-
MM-DD format

e Last Visited — date on which this visualization entry was last updated

e Last Updated — data on which the visualization itself was last updated
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e Topic — a link to the topic page where this visualization is located

e Community Rating — a 1-5 star rating given by the community (users can see their own ratings
as well as the average across all votes)

e Comments — space for community members to leave commentary
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