Chapter 1
A Guided Tour of Fuzzy Logic Systems

“All natural languages are inherently ambiguous.”
(Anonymous)

1.1 Introduction

Even though fuzzy sets were introduced in their modern form by Zadeh [88] in 1965, the
idea of a multi-valued logic in order to deal with vagueness has been around from the
beginning of the century. Peirce was one of the first thinkers to seriously consider
vagueness, he did not believe in the separation between true and false and believed
everything in life is a continuum. In 1905 he stated: “I have worked out the logic of
vagueness with something like completeness’ [61]. Other famous scientists and
philosophers probed this topic further. Russell claimed, “All language is vague” and went
further saying, “vagueness is a matter of degree” (e.g., a blurred photo is vaguer than a
crisp one, etc.) [67]. Einstein said that “as far as the laws of mathematics refer to redlity,
they are not certain, and as far as they are certain, they do not refer to redity” [7].
Lukasiewicz took the first step towards a formal model of vagueness, introducing in 1920 a
three-valued logic based on true, false, and possible [39]. In doing this he realized that the
laws of the classical two-valued logic might be misleading because they address only a
fragment of the domain. A year later Post outlined his own three-valued logic, and soon
after many other multi-valued logics proliferated (Godel, von Neumann, Kleene, etc.) [42].
A few years later, in 1937 Black outlined his precursor of fuzzy sets [7]. He agreed with
Peirce in terms of the continuum of vagueness and with Russell in terms of the degrees of
vagueness. Therefore, he outlined a logic based on degrees of usage, based on the
probability that a certain object will be considered belonging to a certain class [7]. Findly,



in 1965 Zadeh [88] elaborated a multi-valued logic where degrees of truth (rather than
usage) are possible.

Fuzzy set theory generalizes classical set theory in that the membership degree of an
object to a set is not restricted to the integers 0 and 1, but may take on any value in [0,1].
By elaborating on the notion of fuzzy sets and fuzzy relations we can define fuzzy logic
systems (FLS). FLSs are rule-based systems in which an input is first fuzzfied (i.e.,
converted from a crisp number to a fuzzy set) and subsequently processed by an inference
engine that retrieves knowledge in the form of fuzzy rules contained in a rule-base. The
fuzzy sets computed by the fuzzy inference as the output of each rule are then composed
and defuzzified (i.e., converted from afuzzy set to a crisp number). A fuzzy logic system is

a nonlinear mapping from the input to the output space.

This chapter serves to provide the necessary background to understand the
developments of the next chapters; readers already familiar with FLSs can skip to Section
1.6 for the necessary problem assumptions, notation, and a general FLS model. The basic
notion of fuzzy set will be introduced and discussed in the introductory section on fuzzy
sets. Most of this material was edited from the brilliant introduction provided in Bezdek
[6]. Fuzzy logic and fuzzy relations will be discussed as in Mendel [43], finally leading to
fuzzy logic and fuzzy logic systems and their principles of operation. As the reader will
notice there are many possible choices in the design of a FLS, we will discuss the most
common choices and present the formulation of the corresponding nonlinear mapping
implemented by aFLS.

1.2 Introduction to Fuzzy Sets

Fuzzy sets are generalized sets introduced by Professor Zadeh in 1965 as a mathematical
way to represent and deal with vagueness in everyday life [88]. To paraphrase Zadeh [89],
we have been developing a wealth of methods to deal with mechanistic systems (e.g.,
systems governed by differential equations) but there is a lack of methods for humanistic

systems. Our natural tendency would be to still use the same good and proven methods we



already developed, but they might not work as well for this other class of systems. Indeed,
Zadeh informally states what he calls the principle of incompatibility:

“ As the complexity of a system increases, our ability to make precise and yet significant
statements about its behavior diminishes until a threshold is reached beyond which
precision and significance (or relevance) become almost mutually exclusive

characteristics.”

Simply put, fuzzy sets are a clever way to deal with vagueness as we often do in our
daily life [6]. For example, suppose you were advising a driving student on when to apply
the brakes, would your advise be like: “Begin braking 74 feet from the crosswalk,” or
would it be more like: “Apply the brakes when approaching the crosswalk”? Obviously the
latter, since the former instruction is too precise to easily implement. Everyday language is
the cornerstone example of vagueness and is representative of how we assimilate and act
upon vague situations and instructions. It may be said that we all assimilate and use (act on)
fuzzy data, vague rules, and imprecise information, just as we are able to make decisions
about situations which seem to be governed by an element of chance. Accordingly,
computational models of rea systems should aso be able to recognize, represent,
manipulate, interpret, and use (act on) both fuzzy and statistical uncertainties.

Fuzzy interpretations of data structures are a very natural and intuitively plausible
way to formulate and solve various problems. Conventional (i.e., crisp) sets contain objects
that satisfy precise properties required for membership. The set H of numbers from 6 to 8
iscrisp; wewriteH ={r 0 |6 <r <8}, where U isthe set of real numbers. Equivalently,
H is described by its membership (or characteristic, or indicator) function (MF), uy : 0 -
{0,1}, defined as

1 6<r<8 QO
i (r)= otherwise%
Every real number (r) either isin H or is not. Since uy maps al real numbersr [0 [
onto the two points (0,1), crisp sets correspond to a two-valued logic: is or is not, on or off,
black or white, 1 or 0. In logic, values of py are caled truth-values with reference to the

guestion, “Is r in H?" The answer is yes if and only if py(r) = 1; otherwise, no. In



conventional set theory, sets of real objects, such as the numbers in H, are equivalent to,
and isomorphically described by, a unigue membership function such as py. However,
there is no set-theory equivalent of “real objects’ corresponding to fuzzy sets. Fuzzy sets
are always (and only) functions, from a “universe of objects,” say X, into [0,1]. As defined,
every function p : X - [0,1] is a fuzzy set. While this is true in a formal mathematical
sense, many functions that qualify on this ground cannot be suitably interpreted as
realizations of a conceptual fuzzy set. In other words, functions that map X into the unit
interval may be fuzzy sets, but become fuzzy sets when, and only when, they match some
intuitively plausible semantic description of imprecise properties of the objectsin X.
Defining the real numbers between 6 and 8 is a problem that is inherently crisp (i.e.,
mechanistic system) and would not require the use of fuzzy sets. A situation closer to what
we would find in everyday life (i.e., humanistic system) consists of deciding whether a
person is tall or not. The property “tal” is fuzzy per se. Indeed, reasoning according to
Aristotelian logic, we would need to define a height threshold that divides tall people from
non-tall ones. If someone is taller than the threshold (even by 1/10 of an inch) than he or
she is tal, otherwise, not tall. This is obvioudly far from the way we decide whether
someone is tall or not. Our perception of the person is better described as a sort of soft
switching rather than a threshold mechanism. This is aso why we often add a modifier to
the word “tal” (i.e., not, not very, somewhat, very, etc.) in order to express “degrees of
tall” rather than absolute true or false answers. The difference in a fuzzy and a crisp
definition of tall is illustrated in Fig. 1.1 where for different heights the corresponding
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Figure 1.1, Crisp and fuzzy sets for the attribute “tall person”




degree of membership to some subjective crisp and fuzzy sets tall are indicated with pc and
Ur, respectively. In defining the crisp “tall person” set we fixed a threshold somewhere
between 5’5" and 6’, say 5 10". Therefore, someone who is 5’9" would not be tall, while
someone who is 5'11” would. Conversely, in the fuzzy set “tall person” a degree of tal is
defined, thus providing a continuum rather than an abrupt transition from true to false.
Consider next the set F of real numbers that are close to 7. Since the property “close
to 77 is fuzzy (as the property “tall person” is), there is not a unique membership function
for F. Rather, the modeler must decide, based on the potential application and properties
desired for F, what pr should be. Properties that might seem plausible for p include:
(i) Normality, i.e., ue(7) = 1;
(i) Monotonicity, i.e., the closer r isto 7, the closer pe(r) isto 1, and conversely;
(i) Symmetry, i.e., numbers equaly far left and right of 7 should have equa
memberships.
Given these intuitive constraints, alot of different functions could be a representation for F.
One can easily construct a MF for F so that every number has some positive membership in
F, but we would not expect numbers “far from 7,” 10° for example, to have much! One of
the biggest differences between crisp and fuzzy sets is that the former generally have
unique MFs, whereas every fuzzy set has an infinite number of MFs that may represent it.
This is at once both a weakness and strength; uniqueness is sacrificed, but this gives a
concomitant gain in terms of flexibility, enabling fuzzy models to be “adjusted” for
maximum utility in a given situation.
One of the first questions asked about this scheme, and the one that is still asked most
often, concerns the relationship of fuzziness to probability. Are fuzzy sets just a clever
disguise for statistical models? Well, in aword, NO. Perhaps an example will help.

Example 1. Potable liquid: fuzziness and probability. Let the set of al liquids be the
universe of objects, and let fuzzy subset L = {al potable (i.e.,, “suitable for drinking”)
liquids}. Suppose you had been in the desert for a week without drink and you came upon
two bottles, A and B. You are told that the (fuzzy) membership of the liquidin Ato L is0.9
and also that the probability that the liquid in B belongs to L is 0.9. In other words, A
contains a liquid that is potable with degree of membership 0.9, while B contains a liquid



that is potable with probability 0.9. Confronted with this pair of bottles and given that you
must drink from the one that you choose, which would you choose to drink from first?
Why? Moreover, after an observation is made regarding the content of both bottles what are
the (possible) values for membership and probability? The bottle you should drink from is
A, because this 0.9 value means that the liquid contained in A is fairly close to being a
potable liquid®, thus it is very likely to not be harmful. On the other hand, B will contain a
liquid that is very probably potable but it could be very harmful for us 1 out of 10 times on
average, so we could be drinking sulfuric acid from B! Moreover, after an observation is
made and the content of the bottles is revealed, the membership for A stays the same while
the probability for B changes and becomes either O or 1 depending on the fact that the

liquid inside is potable or not.

Another common misunderstanding about fuzzy models over the years has been that
they were offered as replacements for crisp (or probabilistic) models. To expand on this,
first note that every crisp set is fuzzy, but not conversely. Most schemes that use the idea of
fuzziness use it in this sense of embedding; that is, we work at preserving the conventional
structure, and letting it dominate the output whenever it can, or whenever it must. Another
example will illustrate thisidea

Example 2. Taylor series of the bell-shaped function. Consider the plight of early
mathematicians, who knew that the Taylor series for the real (bell-shaped) function f(x) = 1
/I (I + x%) was divergent at x = + | but could not understand why, especially since f is
differentiable infinitely often at these two points. Asis common knowledge for any student
of complex variables nowadays, the complex function f(z) = 1/ (I + Z°) haspolesat z= + i,
two purely imaginary numbers. Thus, the complex function, which is an embedding of its
real antecedent, cannot have a convergent power series expansion anywhere on the
boundary of the unit disk in the plane; in particular at z=+ 0i £ 1, i.e., at the real numbers x
= + 1. This exemplifies a genera principle in mathematica modeling: given a red

(seemingly insoluble) problem; enlarge the space, and look for a solution in some

! Unless the modeler that assigned a 0.9 membership value to this values was wrong.



“Iimaginary” superset of the real problem; finally, specialize the “imaginary” solution to the
original real constraints.

In Example 2 we spoke of “complexifying” the function f by embedding the red
numbers in the complex plane, followed by “decomplexification” of the more general result
to solve the origina problem. Most fuzzy models follow a very similar pattern. Real
problems that exhibit non-statistical uncertainty are first “fuzzified,” some type of analysis
is done on the larger problem, and then the results are specialized back to the origina
problem. In Example 2 we might call the return to the real line decomplexifying the
function; in fuzzy models, this part of the procedure has come to be known as
defuzzification. Defuzzification is usually necessary, of course, because even though we
instruct a student to “apply the brakes when approaching the crosswalk,” in fact, the brake
pedal must be operated crisply, at some real time. In other words, we cannot admonish a
motor to “speed up alittle,” even if this instruction comes from a fuzzy controller we must

alter its voltage by a specific amount. Thus defuzzification is both natural and necessary.

Example 3. Inverted pendulum. As a last, and perhaps more concrete, example about the
use of fuzzy models, consider a simple inverted pendulum free to rotate in a vertical plane
on a pivot attached to a cart. The control problem is to keep the pendulum vertical at al
times by applying a restoring force (control signal) F(t) to the cart at some discrete times (t)
in response to changes in both the linear and angular position and velocity of the pendulum.
This problem can be formulated in many ways. In one of the simpler versions used in
conventional control theory, linearization of the equations of motion results in a model of
the system whose stability characteristics are determined by examination of the real parts
of the eigenvalues {Aj} of a4 x 4 matrix of system constants. It is well known that the
pendulum can be stabilized by requiring Re(A;) < 0. This procedure is so commonplace in
control engineering that most designers do not even think about the use of imaginary
numbers to solve real problems, but it is clear that this process is exactly the same as was
illustrated in Example 2 — a real problem is solved by temporarily passing to a larger,
imaginary setting, analyzing the situation in the superset, and then specializing the result to



get the desired answer. This is the case for a lot of problems in science and engineering,
from the use of Laplace, Fourier, and Z-transform, to phasors, etc.

An aternative solution to this control problem is based on fuzzy sets. This approach
to stabilization of the pendulum is also well known, and yields a solution that in some ways
is much better; e.g., the fuzzy controller is much less sensitive to changes in parameters
such as the length and mass of the pendulum [35]. Note again the embedding principle:
fuzzify, solve, defuzzify, control. The point of Example 3?7 Fuzzy models are not really that
different from more familiar ones. Sometimes they work better, and sometimes not. Thisis
really the only criterion that should be used to judge any model, and there is much evidence
nowadays that fuzzy approaches to real problems are often a good alternative to more
familiar schemes.

Let us now discuss alittle bit about the history of fuzzy sets. The enormous success of
commercia applications that are at least partially dependent on fuzzy technologies fielded
(in the main) by Japanese companies has led to a surge of curiosity about the utility of
fuzzy logic for scientific and engineering applications. Over the last two decades, fuzzy
models have supplanted more conventional technologies in many scientific applications and
engineering systems, especialy in control systems and pattern recognition. A Newsweek
article indicates that the Japanese now hold thousands of patents on fuzzy devices used in
applications as diverse as washing machines, TV camcorders, air conditioners, palm-top
computers, vacuum cleaners, ship navigators, subway train controllers, and automobile
transmissions [91]. It is this wedth of deployed, successful applications of fuzzy
technology that is, in the main, responsible for current interest in the subject area.

Since 1965, many authors have generalized various parts of subdisciplines in
mathematics, science, and engineering to include fuzzy cases. However, interest in fuzzy
models was not really very widespread until their utility in a wide field of applications
became apparent. The reasons for this delay in interest are many, but perhaps the most
accurate explanation lies with the salient facts underlying the development of any new
technology. Every new technology begins with naive euphoria — its inventor(s) are usually
submersed in the ideas themselves; it is their immediate colleagues that experience most of
the wild enthusiasm. Most technologies are initially over promised, more often than not



simply to generate funds to continue the work, for funding is an integral part of scientific
development; without it, only the most imaginative and revolutionary ideas make it beyond
the embryonic stage. Hype is a natural companion to over-promise, and most technologies
build rapidly to a peak of hype. Following this, there is ailmost always an overreaction to
ideas that are not fully developed, and thisinevitably leads to a crash of sorts, followed by a
period of wallowing in the depths of cynicism. Many new technologies evolve to this point,
and then fade away. The ones that survive do so because someone finds a good use (i.e.,
true user benefit) for the basic ideas. What constitutes a “good use”? For example, there are
now many “good uses’ in real systems for complex numbers, as we have seen in Examples
2 and 3, but not many mathematicians thought so when Wessel, Argand, Hamilton, and
Gauss made imaginary numbers sensible from a geometric point of view in the later 1800s.
And in the context of fuzzy models, of course, “good use’ corresponds to the plethora of
products alluded to above.

1.3 Fuzzy Set Theory

This section introduces some elements of fuzzy set theory in a more formal way than the
previous one. The properties and features of classical set theory are used to introduce their
corresponding fuzzy counterparts. Most of the operators and essential definitions are also

collected in aglossary in the front of the dissertation.

Let X be a space of objects and x be a generic element of X. A classical set A, A X,
is defined as a collection of elements or objects x [ X, such that each element (X) can either
belong or not to the set A. By defining a char acteristic (or member ship) function for each
element x in X, we can represent a classical set A by a set of ordered pairs (x,0) or (x,1),
which indicates x 0 A or x [0 A, respectively. Unlike a conventiona set, a fuzzy set
expresses the degree to which an element belongs to a set. Hence the membership function
of a fuzzy set is allowed to have values between 0 and 1 that denote the degree of
member ship of an element in the given set.



Definition 1.1. Fuzzy sets and membership functions. If X is a collection of objects denoted
generically by x, then afuzzy set A in X is defined as a set of ordered pairs A = { (X,ua(X)) |
x [0 X}, where, ua(X) is called the member ship function (MF) for the fuzzy set A. The MF
maps each element of X to a membership degree between 0 and 1 (included).

Obvioudly, the definition of a fuzzy set is a smple extension of the definition of a
classical (crisp) set in which the characteristic function is permitted to have any vaue
between 0 and 1. If the value of the membership function is restricted to either O or 1, then
A is reduced to a classical set. For clarity, we shall also refer to classical sets as ordinary
sets, crisp sets, non-fuzzy sets, or just sets. Usually, X is referred to as the universe of
discourse, or ssimply the universe, and it may consist of discrete (ordered or non-ordered)

objects or it can be a continuous space. This can be clarified by the following examples.

Example 4. Fuzzy sets with a discrete non-ordered universe. Let X = {Baltimore, San
Francisco, Boston, Los Angeles} be the set of cities one may choose to live in. The fuzzy
set A = “desirable city to livein” may be described as follows: A = {(Baltimore, 0.95), (San
Francisco, 0.9), (Boston, 0.8), (Los Angeles, 0.2)}. Apparently, the universe of discourse X
is discrete and it contains non-ordered objects — in this case, four big cities in the United
States. As one can see, the foregoing membership grades listed above are quite subjective;
anyone can come up with four different but legitimate values to reflect his or her

preference.

Example 5. Fuzzy sets with a discrete ordered universe. Let X = {0, 1, 2, 3, 4, 5, 6} bethe
set of numbers of children a family may choose to have. Then the fuzzy set B = “desirable
number of children in a family” may be described as follows: B = {(0, 0.1), (1, 0.3), (2,
1.0), (3,0.8), (4, 0.7), (5, 0.3), (6, 0.1)}. Here we have a discrete ordered universe X. Again,
the membership grades of thisfuzzy set are obviously subjective measures.

Example 6. Fuzzy sets with a continuous universe. Let X = 07 (i.e., the set of non-negative

real numbers) be the set of possible ages for human beings. Then the fuzzy set C = “about
50 years old” may be expressed as C = { (X, uc(X)) | x O X }, where

10
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From the previous examples, it is obvious that the construction of a fuzzy set depends
on two things: the identification of a suitable universe of discourse and the specification of
an appropriate membership function. The specification of membership functions is
subjective, which means that the membership functions specified for the same concept by
different persons may vary considerably. This subjectivity comes from individual
differences in perceiving or expressing abstract concepts and has little to do with
randomness. Therefore, the subjectivity and non-randomness of fuzzy sets is the primary
difference between the study of fuzzy sets and probability theory, which deals with
objective treatment of random phenomena.

In practice, when the universe of discourse X is a continuous space, we usually
partition it into severa fuzzy sets whose MFs cover X in a more or less uniform manner.
These fuzzy sets, which usualy carry names that conform to adjectives appearing in our

daily linguistic usage, such as “large,” “medium,” or “small,” are called linguistic values or
linguistic labels. Thus, the universe of discourse X is often called the linguistic variable. An

example on thisfollows.

Example 7. Linguistic variables and linguistic values. Suppose that X = “age.” Then we can
define fuzzy sets “young,” “middle aged,” and “old” that are characterized by MFs. Just as
a variable can assume various values, a linguistic variable “age” can assume different
linguistic values, such as “young,” “middle aged,” and “old” in this case. If “age” assumes
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Figure 1.2. Example MFs of linguistic values “young”, “middle aged”, and “old”
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the value of “young,” then we have the expression “age is young,” and so forth for the other
values. An example of MFs for these linguistic values is displayed in Fig. 1.2, where the
universe of discourse X is totally covered by the MFs and the transition from one MF to
another is smooth and gradual.

We will now define some nomenclature used in the literature.

Definition 1.2. Support. The support of afuzzy set A is the set of all points with nonzero
membership degreein A:

support(A) ={x 0 X |u,(x)> ¢
Definition 1.3. Core. The core of afuzzy set A isthe set of all points with unit membership
degreein A:

core(A) = {x O X |u(x) =1

Definition 1.4. Normality. A fuzzy set Aisnormal if its core is nonempty. In other words,
we can always find at least a point x [J X such that pa(x) = 1.
Definition 1.5. Crossover points. A crossover point of a fuzzy set Aisa point x O X at
which pa(x) = 0.5.
Definition 1.6. Fuzzy singleton. A fuzzy set whose support is a single point in X with pa(X)
= liscalled afuzzy singleton.
Definition 1.7. a-cut, strong a-cut. The a-cut or a-level set of afuzzy set Aisacrisp set
defined by Ay = {xOX | pa(X) = a}. Strong a-cut or strong a-level set are defined

A HX) H(x) LY
[ — 1
Fuzzy
05 singleton
X X X

> > >

@ a-cut

Crossover
point strong
Support o-cut

Figure 1.3. Graphical examples of core, support, crossover point, fuzzy
singleton, a-cut and strong a-cut
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similarly: A'q = {xOX | pa(x) > a}.

Using this notation, we can express the support and core of afuzzy set A as:
support(A) = Ay and core(A) = A.

The entities previously defined are graphically illustrated in Fig. 1.3.

Definition 1.8. Convexity. A fuzzy set Aisconvex if and only if:
Ox, Xo DX OMRA O[0,1], pa[Axg + (1-A)x2] = min{ pa(Xa), Ha(X2)}-

Alternatively, A is convex if al its a-level sets are convex. Note that the definition of
convexity of afuzzy set is not as strict as the common definition of convexity of a function.

Indeed, it corresponds to the definition of quasi-concavity of afunction.

Definition 1.9. Fuzzy numbers. A fuzzy number A isafuzzy set intherea line that satisfies
the conditions for both normality and convexity. Most fuzzy sets used in the literature
satisfy the conditions for normality and convexity, so fuzzy numbers are the most basic

type of fuzzy sets.

Union, intersection, and complement are the most basic operations on classical sets.
On the basis of these three operations, a number of identities can be established.
Corresponding to the ordinary set operations of union, intersection, and complement, fuzzy
sets have similar operations, which were initialy defined in Zadeh's seminal paper [88].
Before introducing these three fuzzy set operations, first we shall define the notion of
containment, which plays a central role in both ordinary and fuzzy sets. This definition of

containment is, of course, a natural extension of the one for ordinary sets.

Definition 1.10. Containment or subset. Fuzzy set A is contained in fuzzy set B (or,
equivaently, Aisasubset of B, or Aissmaller than or equal to B, A [1 B) if and only if:

OXOX & pa(X) < us(X).

13
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Figure 1.4. Graphical examples of containment, union,
intersection, and complement
Definition 1.11. Union (digunction). The union of two fuzzy sets A and B is afuzzy set C,
writtenasC = A [0 B or C= A OR B, whose MF isrelated to those of A and B by:

Hc(X) = max(Ha(X), Ha(X)).
Definition 1.12. Intersection (conjunction). The inter section of two fuzzy setsAand Bisa
fuzzy set C, writtenasC = A n B or C= A AND B, whose MF is related to those of A and
B by:

He(x) = min(ua(x), Ms(X))-

Definition 1.13. Complement (negation). The complement of fuzzy set A, denoted by A or
NOT A, isdefined as p-a(X) = 1 — Ha(X).

The containment property and the operations of union, intersection, and complement
introduced in the previous Definitions (1.10) to (1.13) are graphically illustrated in Fig. 1.4.
Note that these operations perform exactly as the corresponding operations for ordinary sets
if the values of the membership functions are restricted to either O or 1. However, it is
understood that these functions are not the only possible generalizations of the crisp set

operations. For each of the aforementioned three set-operations, severa different classes of
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functions with desirable properties have been proposed subsequently in the literature (e.g.,
algebraic sum for union and product for intersection). In general, union and intersection of
two fuzzy sets can be defined through generic t-conorm (or s-norm) and t-norm operators
respectively. As pointed out by Zadeh [88], a more intuitive but equivaent definition of
union is the, “smallest” fuzzy set containing both A and B. Alternatively, if D is any fuzzy
set that contains both A and B, then it also contains A [0 B. Analogously, the intersection of
A and B is the “largest” fuzzy set which is contained in both A and B. Thus we can revise
Definitions (1.11) and (1.12).

Definition 1.11r. Union (digunction). The union of two fuzzy sets A and Bisafuzzy set C
(writtenasC=A [0 B or C= AOR B) that isthe “smallest” fuzzy set containing both A and
B. Its MF isrelated to those of A and B by

Hc(X) = pa(x) TR 8(X).
Definition 1.12r. Intersection (conjunction). The inter section of two fuzzy setsA and B is

afuzzy set C (writtenasC=A n B or C= A AND B) that is the “largest” fuzzy set which
iscontained in both A and B. Its MF isrelated to those of A and B by

Hc(X) = Ha(¥) T B(X).

In Definitions (1.11r) and (1.12r) the symbols [0 and O represent a generic choice of
t-conorm and t-norm, respectively. These two operators are functions 1,00 : [0,1]%[0,1] —
[0,1] satisfying some convenient boundary, monotonicity, commutativity and associativity
properties. Very common choices for t-conorms are max and algebraic sum, while common

choices for t-norm are min and product.
The two fundamental (Aristotelian) laws of crisp set theory are:

e Law of Contradiction: A 0 A = X (i.e.,, a set and its complement must comprise the

universe of discourse, any object must belong to a set or to its complement);

15



e Law of Excluded Middle: A n" A =0 (i.e.,, a set and its complement are digoint, any
object can only be in one of either a set or its complement, it cannot simultaneously be
in both).

It can be easily noted that for every fuzzy set that is non-crisp (i.e., whose membership

function does not only assume values 0 and 1) both laws are broken (i.e., for fuzzy sets A

O AzXandAn A#0O). Indeed Ox O Asuch that pa(xX) = a,0<a<l:pgapa(X) =

max{a,1-a} #1land paa(X) =min{a,1-a} #0. Infact, one of the ways to describe the

difference between crisp set theory and fuzzy set theory is to explain that these two laws do
not hold in fuzzy set theory. Consequently, any other mathematics that relies on crisp set
theory, such as (frequency based) probability, must be different from fuzzy set theory.

We will now introduce the concept of relations in both crisp and fuzzy sets; this will
later help us in approaching fuzzy logic. A crisp relation represents the presence or
absence of association, interaction or interconnectedness between the elements of two or
more sets. Given two sets X and Y arelation R between X and Y isitself a set R(X,Y) subset
of X x Y2 For example, the ordering relation “less than” (<) is a relation in 07 defined as
LT(,0) = {(xy) | x <y}. The point (1,123) belongs to LT(J,J) while obviously (123,1)

does not.

Definition 1.14. Fuzzy relation. A fuzzy relation represents a degree of presence or
absence of association, interaction or interconnectedness between the elements of two or
more sets. Some examples of (binary) fuzzy relations are: x is much larger thany, y is very
close to x, z is much greener than y. Let X and Y be two universes of discourse. A fuzzy
relation R(X,Y) is a fuzzy set in the product space X x Y, i.e,, it is a fuzzy subset of X x Y,

and is characterized by the membership function pr(x,y):
ROXY) = {((xy)Hr(xy)) | (xy) O X x Y}

The difference between a fuzzy relation and a crisp relation is that for the former any

membership value in [0,1] is alowed while for the latter only 0 and 1 memberships are.

2 By X x Y we indicate the Cartesian product of sets X and Y, that is the set of ordered couples with values
from X and Y, respectively, i.e.,, X x Y ={(x,y) | xOX and y(Y}.
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This is why a fuzzy relation is expressing not only the interconnection between the
elements of two or more sets (e.g., as a crisp relation does) but also the degree or extent of
this association. Because fuzzy relations are fuzzy sets in product space, set theoretic
operations can be defined for them using Definitions (1.11) through (1.13).

Next, we consider the composition of crisp relations from different product spaces
that share a common set, namely P(X,Y) and Q(Y,Z). The composition of these two relations
isdenoted by R(X,Z2) = P(X,Y) ° Q(Y,Z) and is defined as:

R(X,2) OXxZ:(x,2 ORX2Z) = CyOY:(xy) OP(XY) UO(y,2 OQ(Y,2).

This can be expressed in terms of characteristic functions through either the max-min or the

max-product compositions respectively defined as

. (c2)=mafminks (1 y)o . 2)

Mp.q (X’ Z) = m?x [H P (X, y)pQ (y, z)] (1.1)

The composition of fuzzy relations from different product spaces that share a common set
is defined analogously to the crisp composition, except that in the fuzzy case the sets are

fuzzy.

Definition 1.15. Composition of fuzzy relations. Given two relations P(X,Y) and Q(Y,2) and
their associated membership functions pe(X,y) and po(y,2), the composition of these two
relations is denoted by R(X,2) = P(X,Y) ° Q(Y,Z) (or smply R=P ° Q) and is defined as a
subset R(X,Z) of X x Z defined by the membership function

Hpoo(x,2) = %Ypl/lp (x,y) O oly. 2)] (12)

Motivation for using the t-norm operator ([J) comes from the crisp max-min and max-
product compositions, because both the min and the product are t-norms. This is aso
sometimes referred to as sup-star composition due to an alternative symbol for the t-norm
(e.g., %). Although it is permissible to use other t-norms, the most commonly used sup-star
compositions are the sup-min and sup-product. Observe that, unlike the case of crisp

compositions, for which exactly the same results are obtained using either the max-min or
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the max-product composition, the same results are not obtained in the case of fuzzy
compositions. Thisisamajor difference between fuzzy composition and crisp composition.

Suppose fuzzy relation P is just a fuzzy set, so that pp(x,y) becomes pp(x), €.g., “X is
medium large and z is smaller than y.” Then Y = X and the membership function for the

composition of P and Q becomes

Hpoq (2)= SUpl_,UP (x)o Hq (%, Z)J (1.3)

XOX

Note that now this is a function of only the variable z. This equation will be useful in the

following devel opments of fuzzy reasoning.

1.4 Fuzzy Logic

It is well established that prepositional logic is isomorphic to set theory under the
appropriate correspondence between components of these two mathematical systems.
Furthermore, both of these systems are isomorphic to a Boolean algebra, which is a
mathematical system defined by abstract entities and their axiomatic properties. The
isomorphism among Boolean algebra, set theory, and propositional logic guarantees that
every theorem in any one of these theories has a counterpart in each of the other two
theories. These isomorphisms allow us, in effect, to cover al these theories by developing
only one of them. We will not spend alot of time reviewing crisp logic; but we must spend
some time on it, especially on the concept of implication, in order to reach the comparable
concept in fuzzy logic.

Fuzzy rules are the cornerstone of fuzzy logic systems. Rules are a form of
proposition. A proposition is an ordinary statement involving terms that have been defined,
e.g., “The damping ratio is low.” Consequently, we could have the following rule: “IF the
damping ratio is low, THEN the system's impulse response oscillates a long time before it
dies out.” In traditional propositional logic, a proposition must be meaningful to call it
“true” or “false,” whether or not we know which of these terms properly applies. Logical
reasoning is the process of combining given propositions into other propositions, and then
doing this over and over again. Propositions can be combined in many ways, all of which

are derived from three fundamental operations: conjunction (denoted p[g), where we assert
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the simultaneous truth of two separate propositions p and g; digunction (pCig), where we
assert the truth of either or both of two separate propositions; and implication (p - g) which
usually takes the form of an IF-THEN rule (also known as “production rul€’). The IF part
of an implication is called the antecedent, whereas the THEN part is called the consequent.
In addition to generating propositions using conjunction, disunction or implication, a new
proposition can be obtained from a given one by prefixing the clause “it is false that ...”;
this is the operation of negation (~p). Additionaly, p - q is the equivalence relation; it
means that both p and g are either true or false.

In traditional propositional logic we combine unrelated propositions into an
implication, and we do not assume any cause or effect relation to exist. We will see later
that this last statement causes serious problems when we try to apply traditional
propositional logic to engineering applications, where cause and effect rule (i.e., a— causal
— system does not respond until an input is applied to it). In traditional propositional logic
an implication is said to be true if one of the following holds (see also Table 1.1): 1)
(antecedent is true, consequent is true), 2) (antecedent is false, consequent is false), 3)
(antecedent is false, consequent is true); the implication is called false when 4) (antecedent
is true, consequent is false). Situation 1) is the familiar one of common experience.
Situation 2) is also reasonable, for if we start from a false assumption we expect to reach a
false conclusion, however, intuition is not always reliable. We may reason correctly from a
false antecedent to a true consequent (e.g., IF 1 = 2 isfalse, but, adding 2 = 1 to this false
statement, let us correctly conclude that 3 = 3); hence, a false antecedent can lead to a
consequent which is either true or false, and thus both situations 2) and 3) are allowed in
traditional propositional logic. Finally, situation 4) is in accord with our intuition, for an
implication is clearly falseif atrue antecedent leads to afalse consequent.

A logica structure is constructed by applying the above four operations to
propositions. The objective of alogical structure is to determine the truth or falsehood of all
propositions that can be stated in the terminology of this structure. A truth table is very
convenient for showing relationships between several propositions. The fundamental truth
tables for conjunction, digunction, implication, equivalence and negation are collected
together in Table 1.1, in which symbol T means that the corresponding proposition is true,
and symbol F that it is false. The fundamental axioms of traditional propositional logic are:
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Table 1.1. Truth table for five proposition operations

pbqg  piq p-q p-q -—p
T T T T

m T 4 o
m <4 T H|e
= 4 T M

F T F F
F T T F
F F T T

1) every proposition is either true or false, but not both true and false (laws of contradiction
and excluded middle), 2) the expressions given by defined terms are propositions, and, 3)
the truth table (in Table 1.1) for conjunction, disunction, implication, equivalence, and
negation. Using truth tables, we can derive many interpretations of the preceding operations
and can also prove relationships about them.

A tautology is a proposition formed by combining other propositions, which is true
regardless of the truth or falsehood of the forming propositions. The most important
tautologies for our work are: (p - Q) « ~[p U(~q)] - (~p) Ug. These tautologies can be
verified substituting all the possible combinations for p and g and observing how the
equivalence always holds true. The importance of these tautologies is that they let us
express the membership function for p — g in terms of membership functions of either

propositions p and ~g or ~p and g. Thusyielding

Uy (% Y) =1 150 (% y) =14, () O [ (Y

Hp-a(%¥) = Hprg(x.¥) = 1= a1, (] 0 1y (y) 9

These two equations can be verified substituting 1 for true and O for false, they hold for any
choice of max or sum for t-conorm and min or product for t-norm.
In traditional propositional logic there are two very important inference rules, Modus

Ponens and Modus Tollens.
Modus Ponens: Premise1: “xisA”;

Premise2: “IFXisATHEN yisB”,
Consequence: “yisB.”
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Modus Ponens is associated with the implication “A implies B.” In terms of propositions p

and q, Modus Ponensisexpressedas: (pO(p - Q) - Q.

Modus Tollens: Premise 1: “yisnot B”;
Premise2: “IFXisATHEN yisB”;

Consequence: “xisnot A.”

In terms of propositions p and g, Modus Tollensis expressed as ((~q) L (p - Q)) — (~p).

Fuzzy logic begins by borrowing notions from crisp logic, just as fuzzy set theory;
however, as we shal demonstrate below, doing this is inadequate for engineering
applications of fuzzy logic, because, in engineering, cause and effect is the cornerstone of
modeling, whereas in traditional propositional logic it is not. Ultimately, this will cause to
define “engineering” implication operators [43]. Before doing this, let us develop an
understanding of why the traditional approach fails us in engineering. Asin our extension
of crisp set theory to fuzzy set theory, replacing the bivalent membership functions of crisp
logic with fuzzy membership functions makes our extension of crisp logic to fuzzy logic.
Hence, the IF-THEN statement “IF x is A, THEN y is B,” wherex O X and y O Y, has a
membership function pa_s(X,y) 0 [0,1]. Note that pa_ s(X,y) measures the degree of truth of
the implication relation between x and y. This membership function can be defined as for
the crisp case above. In fuzzy logic, Modus Ponens is extended to Generalized Modus

Ponens.

Generalized Modus Ponens: Premise 1: “Xis A*”;
Premise2: “IFXisATHEN yisB”;

Consequence: “y isB*.”
Compare Modus Ponens and Generalized Modus Ponens to see their subtle differences,

namely, in the latter, fuzzy set A* is not the necessarily the same as rule antecedent fuzzy

set A, and fuzzy set B* is not necessarily the same as rule consequent B.
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Example 8. Generalized modus ponens. Consider the rule “IF aman is short, THEN he will
not make a very good professional basketball player.” Here fuzzy set A is short man and
fuzzy set B is not a very good professional basketball player. We are now given Premise 1,
as “This man is under five feet tall.” Here A* is the fuzzy set man under five feet tall.
Clearly A and A* are different but similar. We now draw the following consequence: “He
will make a poor professional basketball player.” Here B* is the fuzzy set poor professional
basketball player, and it is different from B, athough they are indeed similar. Note how
Premise 1 could have been “This man is five feet tall” (this would correspond to a fuzzy

singleton) and we would have reached the same conclusion.

We see that in crisp logic arule will be fired (i.e., action taken on it) only if the first
premise is exactly the same as the antecedent of the rule, and, the result of such rule firing
is the rule’s actual consequent. In fuzzy logic, on the other hand, arule is fired so long as
there is a nonzero degree of similarity between the first premise and the antecedent of the
rule, and the result of such rule firing is a consequent that has nonzero degree of similarity
to the rule consequent. Generalized Modus Ponens is a fuzzy composition where the first
fuzzy relation is merely the fuzzy set A*. Consequently, pgs-(Y) is obtained from the sup-star

composition as

Mg (y)= SUp[P-A* (X) Opas(x, Y)] (1.5)

XOA*

Let us now think at an application of this approach. Given an observation x; we want
to determine what is the correct action (i.e., reaction) y; corresponding to this observation.
The observation needs to correspond to the first premise in generalized modus ponens, thus
it needs to be a fuzzy set (e.g., A*). But it is redly a crisp number, thus it needs to first be
transformed into a fuzzy set (fuzzfication); the rule (or rules) is then processed producing
an output fuzzy set (B*) that needs to be transformed into a crisp number (defuzzification)
to be useful in the real world. The operations that we just described correspond to the mode
of functioning of a fuzzy logic system. Thus in a FLS, a (crisp) input is fuzzified, then
processed by an inference engine according to some rules defined in arule-base, and finally
defuzzified to produce a usable (crisp) output. There are several types of fuzzifiers,

defuzzifiers, and inference engines, their discussion is postponed to the next Section 1.5.
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Figure 1.5. Graphical representation of rule processing with
regular implication operators

The most popular fuzzifier is the singleton fuzzifier. In this fuzzification scheme an
observation x; is transformed into a fuzzy set being a singleton with support {x;}, thus
Max(X) is zero everywhere except at x = x1. Applying this ssmplification to Equation (1.5)
and using the fact that unity and zero are respectively the neutral and the null element with

respect toany t-norm(i.e, p 0 1=pandu 0 0=0 [@O [0,1]) we obtain

Mg (¥)=101a 504 Y) =Ha s (%, Y) (1.6)
Combining Equation (1.4) with (1.6) we finally obtain

“B*(y):l_“A(Xl)D [1_IJB(V)] (1.7)

Figure 1.5 shows a graphical interpretation of this equation using a triangular membership
function for pg(y) (a common choice in FLSs) and min t-norm (an analogous result holds
by using a product t-norm). Given a specific input X = X, the result of firing a specific rule
is a fuzzy set whose support is infinite, even though the consequent B is associated with a
specific fuzzy set of finite support, (the base of the triangle). Clearly, this does not make
much sense from an engineering perspective, where cause (e.g., system input) should lead
to effect (e.g., system output), and noncause should not lead to anything. Mamdani [40]
seems to have been the first one to recognize the problem we have just demonstrated,
although he does not explain it this way, that is, asin Mendel [6]. Mamdani [40] chose to

work with a minimum implication defined as

Ha-s(%y) = min{ pa(X), Us(Y)} (1.8)
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His reason for choosing this definition does not seem to be based on cause and effect, but,
instead on simplicity of computation. Later, Larsen [34] proposed a product implication
defined as

Ha-s(XY) = Ha(X) Us(Y) (1.9)

Again, the reason for this choice was simplicity of computation rather than cause and
effect. Today, minimum and product inferences are the most widely used inferences in the
engineering applications of fuzzy logic; but what do they have to do with traditional
propositional logic? It can be easily seen that neither minimum inference nor product
inference agree with the accepted propositiona logic definition of implication, given in
Table 1.1. Hence, minimum and product inferences have nothing to do with traditional
propositional logic. Interestingly enough, minimum and product inferences preserve cause
and effect, i.e., the implication is fired only when the antecedent and the consequent are

both true. Thus, they are sometimes collectively referred to as engineering implications [6].

1.5 Fuzzy Logic Systems: Principles of Operation

Fuzzy logic systems are one of the main developments and successes of fuzzy sets and
fuzzy logic. A FLSis arule-base system that implements a nonlinear mapping between its
inputs and outputs. A FLS s characterized by four modules (as already introduced earlier):

o fuzzifier;

o defuzzifier;

* inference engine;

* rulebase.

A schematic representation of a FLS is presented in Fig. 1.6. The operation of a FLS is
based on the rules contained in the rule base. The I-th rule in the rule-base has the following

form:
RY: IFuisAyand wisAy and ... uyisAy , THEN visB' (1.10)

Thefirst n terms are called the antecedents of the rule while the last term (the one after the

“THEN?") is the consequent of the rule. The terms u; are fuzzy variables and the terms A;
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Figure 1.6. Structure of a fuzzy logic system

are linguistic variables. It can be noted that the inputs to a FLS somehow correspond to the
antecedents of the rules in the rule base. A difference exists though. Indeed, the inputs to
the FLS, as can be seen in Fig. 1.6, come from the outside world (e.g., controlled process)
and are crisp variables in general. On the contrary, the antecedents of the fuzzy rules are
always fuzzy sets. The role of the fuzzifier in a FLS isto convert a crisp input variable into
afuzzy set that is ready to be processed by the inference engine. The inference engine using
the fuzzified inputs and the rules stored in the rule base processes the incoming data and
produces an (fuzzy) output. This output needs to be used in the outside world and thus
needs to be converted from fuzzy to crisp; the defuzzifier performs this operation. We will
now expand on the operations of every module in order to finally formulate the nonlinear
parameterized mapping realized by the FLS.

1.5.1 Fuzzifier

Fuzzification can be defined as the operation that maps a crisp object to a fuzzy set, i.e., to
a membership function. Fuzzifiers are generally divided in singleton and non-singleton
ones. A singleton fuzzifier maps an object to the singleton fuzzy set centered at the object
itself (i.e., with support and core being the set containing only the given object). A non-
singleton fuzzifier, maps an object to a fuzzy set generally centered at the object itself (i.e.,
the core of the fuzzy set contains the object) and with support containing the object but
being a set bigger then only the object itself. A non-singleton fuzzifier maps an object into
a non-singleton fuzzy set generally centered at the object itself. Typically, the use of a
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singleton fuzzifier is very common. Non-singleton fuzzifiers are aso used, especialy in the
presence of e.g., noisy measurements. Indeed, in this case the input crisp value is affected
by some uncertainty, thus, the corresponding input fuzzy set can reflect this uncertainty by
allowing non-zero membership values around the (noisy) measurement. Therefore, when a
non-singleton fuzzifier is used, the width of the corresponding fuzzy set is generaly
proportional to the amount of noise affecting the measurement. Figure 1.7 shows an
example of singleton and non-singleton fuzzification.

Singleton and non-singleton fuzzifiers can be defined in more precise mathematical
terms. Let [0 be the set of all possible continuous membership functions over continuous

sets. This can be loosely defined as
O ={p|p:X - [01], p0CAX)} (1.11)

where X is any continuous set (e.g., the set of real numbers ), and C°(X) denotes the set of

all continuous functionsin X. A singleton fuzzifier is thus a mapping

M z=X
sg:X -0 O OxOXo pe)=s9x : px(z):Elp N (1.12)

Analogously anon-singleton fuzzifier is a mapping

nsg: X - 0 OOxOX - Px(*) =nsg[X] : ux(X) =1 O Support[px(*)] O {x} (1.13)

Hu(X)
x=25 Singleton >
’ Fuzzifier X
25 >
LX)
x=25 Non-Singleton > u
) Fuzzifier X
25 >
<4
[0 Noisg,

Figure 1.7. Example of singleton and non-singleton fuzzifiers
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1.5.2 Inference Engine and Rule Base

Once the inputs are fuzzified, the corresponding input fuzzy sets are passed to the inference
engine that processes current inputs using the rules retrieved from the rule base. The
outcome of these rules in generalized modus ponens will be an output fuzzy set B” close to
B'. Theinput in this case is different, not being a scalar anymore, but a vector. Thus in this
case we have A= A' = Ay x Ay x ... x Ay and B = B!, but still the fuzzy engine would be

mapping fuzzy setsinto fuzzy sets. Thus from Equation (1.5) we obtain
H. (V)= sl () By ()]

where using one of the engineering implications (i.e., at-norm) (1.8) or (1.9):
. ()= supl (<) Ty ()T ()] =y () B suplpae () 0w ()] (1.24)
XOIA* XOA*

using a t-norm as the and connector for antecedents and denoting by x; the observation
corresponding to A" we have
Ma ()= Uxil(xl) Dy, (%)0...0 M (%)

1.15
1 (X)= 1 () Dby () 0 Tk (5,) (1.15)

Substituting (1.15) in (1.14) and rearranging we obtain

%Lm(xl)% o o
My, (V) =Hg (Y)D suplu, () D (x,)0..00 (1.16)
T ) O ()] B

Recalling that the by in (1.16) are singletons, that unity is neutral with respect to any t-

norm, and thus that the argument of the sup operator is independent of x, allows us to
ignore the sup operation (maybe one of the best reasons for the success of singleton

fuzzification), and Equation (1.16) greatly simplifiesin
Mol (y)= Mol (y)o Mg (%)0 M, (x.)0..0 Mg (%n) (1.17)

Equation (1.17) is the final expression for the membership function of the fuzzy set output
by the I-th fuzzy rule when an engineering implication operator is used along with singleton

fuzzification.
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Figure 1.8. Example of inference

Example 9. Inference mechanics. Suppose we desire to control the acceleration of a moving
object (e.g., car, train, missile) in order to reach agoal position. Let us also suppose that the
measurements available in order to decide acceleration values at every time instant are the
distance of the moving object from the target position and its velocity. One possible rulein
the rule-base of a fuzzy logic system could be: IF distance is big AND velocity is small
THEN acceleration is big. At a given time a distance and velocity measurement are
available. Say they are fuzzified using a singleton fuzzifier. The fuzzified distance
measurement is intersected with the big distance membership function in order to compute
the first term inside the sup of Equation (1.16). In this particular case (singleton
fuzzification) the result is the same regardiess of the t-norm adopted. Let us say the
situation is the one depicted in Fig. 1.8 (a) and that therefore this processing yields the
result 0.6 as shown. Analogously the velocity measurement is fuzzified and intersected with
the rule antecedent small yielding aresult of 0.9 asillustrated in Fig. 1.8 (b). These results
need now to be intersected inside the sup as in Equation (1.16), therefore yielding: 0.6 [
0.9 = 0.6 if a minimum t-norm is selected. We are now left with the processing of the
output of the rule, that is, we need to intersect the results of the sup with the membership
function of the consequent (i.e.,, big acceleration) as in Equation (1.16). This step is
illustrated in Fig. 1.8 (c) where, once again, a min t-norm is employed. This yields the
output fuzzy set depicted in bold in Fig. 1.8 (c).

Applying (1.16) or (1.17) to each of the R rules in the rule base yields a fuzzy set

output for each one of the rules. These R fuzzy sets (Ug!+) need to be connected to generate

the total output fuzzy set py(y). It might seems reasonable to connect the rules output fuzzy
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sets using a t-conorm, that is to connect them taking the union of the output fuzzy sets, as
illustrated in Fig. 1.4. Indeed, if each rule were separated by the OR, ALSO, ELSE
connectives this choice of connection would make sense. Mendel [43] has a more thorough
discussion on connecting rules. Some of the connectives are also tightly linked with the

type of defuzzification used, which is the topic for the next section.

1.5.3 Defuzzifier

At the output of the fuzzy inference there will always be a fuzzy set (4(y) that is obtained
by the composition of the fuzzy sets output by each of the rules using Equation (1.16). In
order to be used in the rea world, the fuzzy output needs to be interfaced to the crisp
domain by the defuzzifier.

The output fuzzy set indicates what is the output in fuzzy terms. This fuzzy output
will be a membership function that provides the degree of membership of severa possible
crisp outputs. Thus, the point corresponding to the highest degree of membership in the
fuzzy output has to be sought. This operation would correspond to atype of defuzzification,
called max defuzzification. Unfortunately, in most practical cases the situation is not so
simple, since there might be many points having the same maximum degree of membership
in the fuzzy output, and an indecision on which one of these points to choose arises.
Moreover, choosing the maximum point of the membership function is an operation that
discards most of the information contained in the membership function itself.

There is the need for a technique that summarizes the information contained in the
membership function. The crisp output corresponding to a certain fuzzy output set should
be a number that takes into account all the points in the support of this fuzzy output,
weighing the points with high membership degree more than the ones with small or no
membership degree. This corresponds to a center of gravity operation, and it is illustrated
through an example in Fig. 1.9. Thus, one widely used defuzzifier is the centroid
defuzzifier that transforms a fuzzy output set into a number that is the x-coordinate of the
set’s center of gravity. The output of this defuzzifier is a number yy given by

[y (y)ely

Yy = > (1.18)
T vy
S
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where S is the support of py(y). One drawback of this kind of defuzzification is the
complexity involved with finding the center of gravity (i.e., integration). For this and other
reasons (see [6] for a more detailed account of defuzzification approaches), easier
defuzzification schemes are generally employed for reduced computational burden.

One of the most popular defuzzifiers is the center of area (COA) defuzzifier (also
called height defuzzifier). In this approach the overall center of gravity is approximated by
the center of gravity of “point-masses’ located at the center of gravity of each individual
rule’s output fuzzy set, with “mass’ equal to the membership degree at that point. Thisis
not an approximation if the supports of the fuzzy sets corresponding to the output of each
rule do not overlap and the consequent membership functions are isosceles triangles with
equal bases. In the general case of overlap this might be an approximation to the actual
center of gravity depending also on the rule connective that is used. Calling & the center of

gravity of fuzzy set B'* output of the I-th rule, the output of the COA defuzzifier is given by

) 25|HB|*(5|)

Yo = (1.19)

gUBl*(5|)

Equation (1.19) is very easy to use since the centers of gravity of commonly used
membership functions are known ahead of time. Regardless of the t-norm used (minimum
or product) the center of gravity for commonly used symmetric membership functions

(triangular, Gaussian, trapezoidal, bell shaped) does not change after inference. In other

My (Y)
A

o Ya=3
e COG >» Defuzzifier >

Y

3
Figure 1.9. Example of defuzzification by centroid defuzzifier
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words for commonly used symmetric consequent membership functions, the center of
gravity of B' and B'* is the same, therefore making the application of (1.19) very easy and
thus, appealing.

1.6 Problem Assumptions

In the previous sections fuzzy sets, fuzzy logic and fuzzy logic systems were described
along with their principle of operations. Given a fuzzy logic system and an input to the
system, its output can be determined using (1.12) or (1.13), (1.16), and (1.18) or (1.19). The
problem in this fashion is still too vaguely formulated to be able to analyze and exploit its
structure and properties. Moreover, of all the available choices some became more popular
in the practice and use of FLSs because of their ease of use and reduced computational
burden. More specifically, singleton fuzzification is used most of the time along with center
of area defuzzification. In this formulation the specification of the consequents membership
functions is not so important as the specification of its center of gravity &, the only
parameter that really contributes to the output computation in (1.19). Thus, without any loss
of generality we can regard this class of fuzzy systems as having singleton consequent
fuzzy sets. Let us now analyze what happens to the system output with these choices.

Using COA defuzzification, and thus, singleton consequent membership functions,
Equation (1.19) is further simplified. The output fuzzy set corresponding to the I-th rule

becomes a singleton with center &:

L y=9
Mol (Y)—%) y£5,

Equation (1.17) becomes

Al (Xil)D H g, (XiZ)D - UHa, (Xin) y=9

1.20
0 y#9, (1.20)

hy )= d
O

For notational ease we can define
n

[]o;=a,0a,0...0a, (1.22)

i=1
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that could be substituted in (1.20) to express the activation strength for rule l:
UB'*(é' )= [] My (Xij) (1.22)
j=1

Once all the rules are processed their outcome can be combined and defuzzified.
Using COA defuzzification the output of the FLS corresponding to the input x; will be
computed by plugging (1.22) in (1.19), thus, yielding

Zél [D“A” ( ij )é

V(%) = V(X Xisees X)) = R O (1.23)

Zl 0] “Ajl IJ

0=1

Equation (1.23) more precisely describes the nonlinear input-output mapping
implemented by a FLS with the common choices of singleton fuzzification and center of
area defuzzification. This equation is still not operational since a choice for antecedent
membership functions and t-norm needs to be made.

Before proceeding any further we also need to complicate the notation a little to have

a more precise FLS description. Indeed, in (1.23) the terms lJ.AjI(Xij) correspond to the

membership function of fuzzy set A;. Fuzzy set A; isthe fuzzy set corresponding to the j-th
input variable and for the I-th rule. In general, for each input (i.e., linguistic variable) the
universe of discourse is partitioned in fuzzy sets (e.g., small, medium, large) that could
correspond to numeric indices (e.g., respectively 1,2,3). Thus the second index | in A; is not
really appropriate since it should really be an index depending on | and with values in the
set of numbers describing the partition of the input space. In more formal terms, if the j-th
input is partitioned in K; membership functions each of one uniquely identifiable with an
integer between 1 and K; then the fuzzy set for the j-th input in the I-th rule should be Ay,
where k(j,) isafunction k : {1,2, ...,n}x{1,2,..., R} — 0O, where [ is the set of integers.
More specificaly 1 < k(j,I) < K;. Moreover, we can ease the notation if we denote by pj(X)
the membership function for A;j. The same discussion holds for the consequent part of the
FLS. In this case we define the function h(l), h: {1,2,..., R} - {1,2,..., H}, where H is the

number of membership functions defined for the consequent. Note that the functions k(j,|)
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and h(l) univocally describe the rule base. With this modified and more precise notation
(1.23) becomes

R |:|n |:|
Zéh(l)%jlujk(j'l)(x” )B
=1 =
y(Xi): y(Xil;Xiz,-.-,Xin): R On o (124)
ED“jk(j,l)(Xij )D
=1[]=1 0

In (1.24) the dependence from some adjustable parameters is not clearly shown. The
adjustable parameters w that we choose to consider for this problem (as is customarily
done) are the parameters defining the antecedent membership functions, w,, and the
parameters defining the consequents functions, w.. Note that we could consider w, to
merely be the set of parameters dngy but we will not do so yet, in order to still leave some
degrees of freedom in the parameterization (e.g., to later consider more general Takagi-
Sugeno models [77], see next section). Thus, we can include the dependence from w in

(1.24), rewriting it as

R []n 0
Z 6“(')(Wc)|:D ujk(j,l)(xij 1Wa)D
y(XUW): y(Xil’Xiz""’Xin’Wa!WC): =1 D:l

(1.25)

R n

|

)

=1 1

U
ij(j,l)(xij ’Wa)D
O

Ul
I

Let us now explain this notation with an example.

Example 10. Notation to describe a FLS. Consider a two inputs and one output FLS with
three partitions for each of the inputs and the rule base shown in Table 1.2. Rules are
generally expressed in the form of a table like the one shown here. The rows and columns
of the table correspond to the antecedent part of the rule, while a cell corresponds to the
consequent corresponding to that combination of antecedents. For example, corresponding
to the term N for x; and P for x, we read zero, that is, the corresponding ruleis: IF u; is N
and uy is P THEN y is ZE. With the notation that we introduced, this FLS is described by: n
= 2 (inputs), Ky = K, = 3 (membership functions per input), H = 5 (consequent membership
functions), R = 9 (rules), h = {1,23,234,345}, and k = {1,231,23,123;
1,1,1,2,2,2,3,3,3}.
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Table 1.2. Rule base for Example 10

Xy — N Z P
%o o | [Aal | [A] | [Adg]
N NL NS PS
[Aza] | [8d] | [&] | [3]
Z NS ZE PS
[Az] | [&] | [&] | [&]
P ZE PS PL
[Acs] | [3s] | [da] | [O]

1.7 Takagi-Sugeno Fuzzy Logic Systems

The fuzzy logic systems described in the above sections are commonly referred to as pure
fuzzy logic systems [16] or Mamdani fuzzy logic systems [40,41]. An alternative to these
FLSs is offered by Takagi-Sugeno (TS) fuzzy logic systems [77]. In a TS-FLS the
consequent of each rule is not a fuzzy set but it is aloca model of the system (function) to
be controlled (approximated). Thusthe I-th rule of a TS-FLS has the form:

R(I)I IFu iSAlk(lJ) and Uo iSAz k. and ... Un iSAnk(nJ) , THEN y= g|(X1, X2, iny Xn)

The idea of this approach is to fit enough local models g, to adequately describe the
system while the fuzzy inference provides for some smooth interpolation between models.
These local models are generally linear ([77] and all the following papers); thus the I-th rule
of aTS-FLS becomes:

RO: 1F Uz 1S Aiery and Uz iS Ao zy and ... Un iS Anky)
THEN y = po + puXy + PaiXe + ... + PriXn

Under the same common assumptions for implication, the output of a such a FLS can be

computed the same way as the output of a pure FLS, with the difference that the terms



An(y(We) in (1.25) are not constant but are given by the consequent part of the TS rules (i.e.,
the local models):

5h(|)(Wc) = Pon() ¥ Pin()*2 + Pan()X2 + o F Prn()Xn (1.26)

Thus, the output of a TS-FLS is completely described by (1.25) and (1.26). Note how
a pure FLS with COA defuzzification can be regarded as a TS-FLS with constant
consequents (local models). Note also how in the original formulation of a TS-FLS all the
local models are in general different, thus h(l) =1, in order to account for one local model
per rule. On the other hand, this can be achieved in the same framework of the formulation
previously presented, with H = R (number of different consequent parts = number of rules)
and h(l) = I. The output of a TS-FLS and the output of a pure FLS share the same property,
they are linear in the consequent parameters. As we will see this is sometimes exploited in

the optimization of fuzzy systems, which is the topic for the subsequent chapters.

1.8 Conclusions

In this chapter we introduced fuzzy sets, fuzzy logic and fuzzy logic systems. Their
principle of operation was described to finally reach a formulation for the FLS output. We
adopted the common assumptions of singleton fuzzification, and center of average
defuzzification, while the inference process is still generically defined by a t-norm (OJ).
Equation (1.25) shows the output of a FLS with the assumptions specified in Section 1.6
above; from this equation it is clear that a FLS is a parametric nonlinear mapping between
inputs and output. The adjustable parameters of a FLS change the antecedent and
consequent membership functions making FLSs powerful function approximators. Finally
we also presented a variation on the standard FLSs, TS-FLS. We aso saw how a TS-FLS
does not really represent anything too different from the FLS described before, thus
allowing the same output representation of (1.25) with the additional constraint given by
(1.26). A glossary of some of the quantities introduced in this chapter may be found in the

front part of the dissertation.
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Chapter 2
Introduction to Design Optimization of

Fuzzy Logic Systems

2.1 Introduction

Chapter 1 introduced fuzzy logic systems, and showed how they easily merge a powerful
nonlinear static mapping (from the mathematical point of view) as shown in Equation
(1.25), with a rule-base controller of easy interpretation and setup (from a practical,
application-oriented point of view). The latter vision has been one of the main drivesfor the
wide spread of fuzzy logic systems applications. Following the publication of Zadeh's
papers [88,89], as an example of practical application Mamdani set up a controller for a
model industrial plant (steam engine and boiler combination) [41]. Through some ssimple
identification tests the plant proved to be highly nonlinear, thus possessing noticeably
different characteristics at different operating points. Using a classical proportional-
integral-derivative (PID) digital control approach, the controller had to be retuned (by trial-
and-error) every time the operating point was changed. The plant seemed to be easily
controllable, though, through a few intuitive “linguistic’ rules. This stimulated an
experiment on the linguistic synthesis of a controller [41]. Fuzzy logic was used to convert
heuristic control rules, stated by a human operator, into an automatic control strategy that
proved to be far better than expected. After this first pioneering application of FLSs many
followed, first in Europe (control of a kiln for cement production [34]) and later in Japan.
Finally, things also caught up in the USA, where everything had started. A more thorough
account of the successful applications of fuzzy logic can be found in [35]. A common

denominator of all the applications of fuzzy logic was the existence of known practical
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approaches to the control problem. Indeed, in most of these problems there was an expert
that was successful in controlling the plant and that was used as the basis in implementing a
strategy in an automatic fashion. Fuzzy logic was the perfect tool for acquiring the
knowledge of an expert and embedding it in a systematic and sound mathematical
framework. Moreover, when an expert was not available, some easy and intuitive control
rules could be stated by an understanding of the first principles at the basis of the system’s
functioning. The general design approach for a FLS was based on understanding the
(human) expert approach to solving a control problem, implementing the strategy by direct
trandation of linguistic control rules, and testing the developed FLS. This process will lead
to a satisfactory FLS design, but in general a sub-optimal one. The parameters of such a
heuristic FLS design can be further adjusted, such that some opportunely defined
performance measure is maximized. The general approach to this successive tuning has
been by trial-and-error, a very common engineering practice that always yields some good
practical results, but that offers no guarantees of optimality and no automatization of its
evolution (i.e.,, man-timeis “wasted” in a process that could be generally made automatic).
In this setting the next step is quite obvious. Quite some emphasis of the early 90's
research in FLSs was put on their design optimization, in order to achieve some design
optimization approach instead of a merely human driven trial-and-error process. The design
optimization of a FLS can be logically partitioned into structural and parametric design.
Indeed, remembering the principles of operation of a FLS, many details about a FLS need
to be fixed in order to determine a particular class of FLSs that are still differentiated
through the set of parameters that define them. In this sense the structural learning or design
of a FLS is characterized by the choice of fuzzification, t-norm, inference, defuzzification,
number of inputs, type and number of membership functions used for each input and
output, rule base (i.e., number of rules and rules). The parametric learning (or design)
problem is a parametric problem, whereby the numeric value of the parameters defining a
particular FLS design needs to be fixed in order to maximize a given performance metric.
This problem can be regarded as an optimization problem as we shall see in the following

section.
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The approaches to design optimization of a FLS tried to tackle the structure and
parameter learning in two ways:
1. Ilteratively performing structural and parametric learning in an aternating fashion, until
convergence is reached;
2. Performing structural and parametric learning at the same time in order to reach the true
optimum for the problem (the first approach might not converge to such an optimum).

While the structural learning approaches are generally heuristic, the parametric
learning approaches tend to be cast in the form of optimization problems in general solved
by gradient descent or variations thereof. In the following we will concentrate on the
parameter-learning problem. The structure learning problem is generaly solved by
heuristics; it seems more intuitive to approach it on a problem-by-problem basis where,
either through the help of experts or by our own understanding, we can define the necessary
number of membership functions etc. Moreover, since design simplicity is aways desired,
we can always start with a simple structure and try to further understand where the trade-off
between performance and simplicity can be set. Different t-norms and inferences can be
tried, and an understanding of the best one for the problem at hand can be achieved. The
parameter-learning problem is probably the most time consuming, thus some trial-and-error
can be left with the structure learning process. Furthermore, techniques developed for
parametric learning could be integrated with the existing structural learning methods.
Finally, the parametric learning problem seems to be a good start for the problem of

optimizing a given design.

The following Section 2.2 introduces the supervised learning problem. The fuzzy to
neuro-fuzzy “leap” that stimulated quite some work in the training of FLSs is then
discussed in Section 2.3 along with two different types of FLSs. Section 2.4 derives the
final gradient-descent optimization algorithms for both types of FLS. Finally, Section 2.5
reviews the different approaches to the supervised learning problem presented in the
literature, and Section 2.6 offers a comprehensive and synthetic discussion of the problem

issues.
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2.2 The Supervised Learning Problem

Parameter learning for many control, system identification, adaptive control and
classification problems can be reduced to a function approximation problem where given a
function we want to adjust the FLS parameters as to best approximate it. Thus, a teacher
(i.e., function samples) is always available to supervise the learning; hence the name
supervised learning (sometimes self-learning, tuning).

Some classes of FL Ss have been proven to be universal approximators, that is, given a
smooth function there always exists a FLS with appropriate structure that can approximate
this function with arbitrary accuracy. This is more formally stated by the universal

approximation theorem.

Universal Approximation Theorem. For any given real continuous function g on a
compact set U O 0" and arbitrary € > 0, there exists a fuzzy logic system implementing a
mapping f: U — O such that

sup| f (x)- g(x){ <g

xJ

Several versions of this theorem have been proved for different types of FLSs
[19,26,28,32,33,84,85] (among others), however no proof of this theorem for an arbitrary
FLS has been generated yet [43]. Unfortunately, these theorems are not much help to the
practice of a FLS designer since they are not constructive, i.e., they do not provide any
direction of how to build such a FLS. These theorems give the motivation to undertake any
function approximation problem with the assurance that if the structure of the FLS is
appropriate (i.e., big enough), the function approximation problem can be tackled by the
FLS. In the following we will restrict our attention to a multi-input single-output (M1SO)
problem since any multi-output (MIMO) problem can be approached as the paralel of
MISO solutions.

The supervised learning problem can be described as follows. Given N function

samples (X;,yq) i = 1,2, ...,Nand x; O O" (where the sub-index d in yg stands for “desired”

output, and the sub-index i corresponds to the datum number), we want to adjust the
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parameters of a given FLS in order to approximate the given samples with the least error.
What is really desired is to approximate the underlying (unknown) function that produced
the samples. The ability of doing so is commonly referred to as generalization. Partitioning
the available data into a training set and a test set commonly tests generalization. The
training set is used for parameter training purposes; and, once a goa performance measure
value is achieved, the corresponding FL S approximation error on the test data is measured.
It has been frequently observed with neural networks that a minimum training error does
not necessarily correspond to a minimum test error, or best generalization (see [20] for
some examples and references). This can be explained by several considerations. First of all
the data used for training might be noisy (especialy if they are obtained by some
measurement process) and a very small training error would correspond to having learned
both the data and the noise model. Obviously thisis not desired, since the real objective of
the learning process is to model the underlying (noiseless) system (function). Moreover, if
the structure is too big (i.e., there are too many parameters) the system will be trying to
exactly approximate the data set in an interpolatory way (i.e., overfitting). On the other
hand what is realy desired is to approximate the given data in a least square sense since
this should help to average the noise out of the model. In my opinion this can be generaly
achieved by using small structures and optimizing them for minimum error; testing them,
and eventually increasing the structure size in case of dissatisfaction with the performance
of the current structure. In this work we will not consider generalization, we will only think

at approximating the given function samples.

It was shown in Chapter 1 that a FLS could be regarded as a nonlinear parametric
mapping between input and output; we can express it as y= f(x,w) where y is the scalar
FLS output, x is the n-dimensional input vector and w is the p-dimensional vector
containing all the FLS's adjustable parameters. For our particular problem assumptions
(singleton fuzzification, singleton output membership functions or TS model, and COA
defuzzification) the function f is given by (1.25) eventually accompanied by (1.26) in case
of TS fuzzy models. It isdesired to adjust w so that f best approximates the data samples. In
general the concept of “best approximation” is expressed through a mean sgquare error
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(MSE) between approximated and desired data, even though we are not restricted to this
type of error formulation. Thus we can define a cost, or error, function as

1Y 2
:_NZ (%, w)~ ydi] (2.2)

This function expresses the M SE in approximating the data samples. Thus, the optimization
of a FLS can be stated as finding the parameters w that minimize E(w). Note that we can

define some instantaneous approximation errors
1 .
Ei (W):E[y(xi’w)_ydi]2 I :]'!21'"!N (22)

and thus rewrite the error function E(w) as the average of the instantaneous errors
_1lg
= ﬁ Z (2.3)

A common approach in the FLS and neura network literature, motivated by ease of
computation, consists of presenting a sample datum, say the i-th, to the FLS (or neura
network) and updating the adjustable parameters in order to only minimize Ej(w). By
constantly repeating this process while alternating the presentation of all the data and using
small updates, it is hoped to minimize the whole E(w). This procedure is a type of
stochastic gradient algorithm generally named pattern-by-pattern (or on-line) training, to
suggest the one-sample-at-a-time approach; as opposed to the batch (or off-line) training
mode where the samples are presented to the network as a batch and the correction of the
adjustable parameters is applied only at the end of the batch. The presentation of the entire
set of data to the FLS is generally referred to as an epoch. Thus, in batch training the
adjustable parameters are updated once every epoch, while in pattern-by-pattern training
they are updated N times every epoch. The pattern-by-pattern approach is an approximation
to the minimization of (2.1) and it has some rigorous theoretical foundations in the
stochastic gradient approximation (SGA) [20,66].

We are now going to develop the problem formulation for both the pattern-by-pattern
and the batch training mode. The supervised learning problem can be formulated as

min E(w) (2.4)
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where the adjustable parameters w are unconstrained and E(w) is given by (2.2) or (2.3) for
pattern-by-pattern or batch training, respectively. Using (1.25) we can rewrite (2.2) as

5 f
) DZ h(l %:ij]l XI]’ B

D R [n _ydig i=12..N (25
Mik(j.) X| )
E Zg:l ik(j)\% E

In batch training the parameters w are updated by gradient descent according to

E (W)= E (W, w,

WneN WoId -n aE(W)
W

(2.6)

W:Wold

where n is caled the learning rate (i.e., the step-size) and is generally a small positive
constant. In the case of pattern-by-pattern training the parameter updates are obtained by

o = 90— 95 (w)

W = o S i=12,...N (2.7)

W:Wold

where the order in which they are applied is generally randomized. That is, training points
are generally shuffled between epochs so that they are always presented to the FLS in a
different order. Using Equation (2.3) the update for w in batch mode can be computed as

L

Comparing Equations (2.6) and (2.7) using (2.8) we can understand the difference between

(2.8)

batch and pattern-by-pattern training. In batch mode, the adjustable parameters are “frozen”
and al the sengitivities of the instantaneous errors are calculated, averaged, and finally
applied, once per epoch. Conversely, in the pattern-by-pattern training mode the same
sensitivities are computed but the parameters are instantly updated thus yielding N updates
per epoch and a different agorithmic path. The sensitivities of interest (i.e., partia
derivative of the instantaneous error function with respect to the adjustable parameters) can
be computed by chain-rule derivation of Equation (2.2), thus, yielding

0B (w) 0B 0y .,

y
2.9
w0y ow yd.] (2.9)
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Substituting Equation (2.9) in (2.8) and then in (2.6) we obtain the batch training update
equation

N
6
Od %Z X|'W ydl 6\3/v

(2.10)

old
The update equations for the pattern-by-pattern training are obtained by substitution of
(2.9)in(2.7) and yield

new

W = WO —nly(x;,w) - yd.] %

i=12,..N (2.12)

W:Wold

The pattern-by-pattern approach expressed by (2.11) is probably the most common
approach used and presented in the literature. A common step for applying either pattern-
by-pattern or batch training is the computation of the partial derivative of the output of the
FLS with respect to the adjustable parameters (i.e., dy/ow). Its computation will be
illustrated in the following Section 2.4 for two different types of FLSs that will be
introduced in Section 2.3 aong with a few historical notes on the supervised learning
problem.

Using singleton consequent membership functions or TS models aong with COA
defuzzification the output of the FLSis linear in the consequent parameters (as can be seen
from (1.25)), once the antecedent parameters are fixed. Thus, least square approaches can

be devel oped to solve this problem alone to (global) optimality.

2.3 From Fuzzy to Neuro-Fuzzy

Takagi and Sugeno [77] proposed a new format of fuzzy reasoning, as explained in Section
1.7, where the consequent is a function constituting a local model. In their approach they
also started looking at the fuzzy identification problem and developed an identification
procedure for both structure and parameter learning. A simple structure is first selected and
its parameters are chosen by alternatively and repeatedly finding least square estimates of
the consequent parameters and optimized antecedent parameters through a heuristic that

they call the complex method. In this approach constraints are given for the parameter
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change, and parameter values are tested at the boundary of the constraint set and the best
parameter values are retained. The structure is subsequently enlarged until no significant
improvement (or a predefined error goal) is achieved and thus the procedure is stopped.
This contribution, dated 1985, can be considered one of the first impulses towards fuzzy
identification or optimized design of FLSs. This technique makes it possible to tunea FLS
based on existing input-output data, but it offers no guarantees of convergence (since
heuristics are used) to either a local or a global minimum, or even to a point of zero
gradient.

In the early *90s some researchers started looking at FLSs as adaptive networks (i.e.,
Adaptive Network Based Fuzzy Inference System, ANFIS [26,27,28]; Fuzzy Neura
Network, FNN [37]; Simplified Fuzzy Inference Network, SFIN [80]). These approaches to
FLSs generate what are called neuro-fuzzy systems that, in the view of al the different
authors and subsequent users, bring together the ease of — linguistic — interpretation and
maintenance of FLSs, with the computational power of neural networks that can be trained
through a gradient-type similar to the back-propagation (BP) algorithm. The BP agorithm
is a gradient descent algorithm in which the derivatives of an objective function (generally
an approximation error in the form of (2.1) or (2.2)) with respect to the parameters are
calculated by the chain derivative rule. A first forward pass is performed to determine the
network output and a second backward pass is performed to adjust the parameters for better
approximation in a pattern-by-pattern fashion. In the second pass gradient information is
computed through the quantities calculated in the forward pass, originating some
computational savings. Thus, the algorithms developed for supervised learning or tuning of
FL Ss adjust the parameters based on gradient information.

The adaptive-network view of FLSs is definitely useful in translating many existing
approaches from the neural network field to the fuzzy system field, as well as to generate
hybrid approaches, comparisons etc. On the other hand, the literature has the constant
reference to the back-propagation as if it were the algorithm that allowed the user to tune
FLSs. As shown in the previous Section 2.2, supervised learning of FLSsis an optimization
problem and, as such, it can be solved, or be attempted to solve, with many existing
optimization approaches that are not limited to gradient descent. Gradient descent is one of
those approaches that is sometimes preferable due to its ease of implementation, low



storage requirements, etc. It is gradient-descent-based optimization that allows us to easily
execute supervised learning of FLSs, and not their analogies to neural networks. In many
instances this does not seem to be clearly understood, or at least stated. The merit of the
back-propagation algorithm is to devise an efficient computational approach for the
determination of the gradients necessary for updating all the (many) network parameters.
This aspect lies at the implementation end however, and has nothing to do with the
formulation and solution of the optimization problem.

Supervised learning of FLSs with antecedent and consequent adjustable parametersis
a nonlinear programming problem with its own characteristics, that many times are
different from those of neural network optimization problems (e.g., non-differentiable
membership functions). The nonlinear nature of the learning problem makes it such that
many approaches that were presented in the literature were aimed at only optimizing the
consequent parameters for pure FLSs with singleton consequents or for TS fuzzy models.
This constitutes a linear problem and, as such, can be approached through least squares and
recursive least squares approaches, that are well known and robust parameter estimation
approaches. The main reason for this type of approach consists of the latter statement, that
is, the techniques that can be used to attack this problem are well known and robust.
Moreover, some authors mention a problem of interpretability or readability of the tuned
fuzzy system whenever the antecedent membership functions are adapted. This readability
problem will be discussed in Section 2.6. From a function approximation point of view it is
intuitively important to tune the antecedent parameters in order to increase the performance
of the FLS. Moreover, the membership functions generally come from the evauation of
experts and will be probably sub-optimal.

Finally, some authors present integrated structure and parameter learning approaches
in which the structural learning part includes setting the number and position of
membership functions on each input (sometimes only that), and the parameter learning
consists of tuning the consequents via least square estimation. Generally, the structural
learning part is achieved through heuristics mostly based on clustering approaches. No
proof or indication of how good these heuristics really are in general casesis given. For this
reason their value consists of, perhaps giving a good initialization for parameter learning
approaches, but not of directly defining the final (best) values for the input membership
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functions. From this perspective neuro-fuzzy approaches helped the state of the art to
evolve in the direction of optimizing both antecedent and consequent parameters, and not
only consequent parameters. Indeed, the common idea that emerges from the literature is
that by using the BP algorithm we can tune the antecedent parameters as easily as we can
tune the consequent ones. It is gradient-descent that allows tuning of the antecedent
parameters, however the neuro-fuzzy approach has at least the merit of having motivated
people to transition to tuning antecedent parameters as well.

Among the many existing neuro-fuzzy approaches we can recognize two main
classes. In the first class of approaches classical FLSs as presented in Chapter 1 are
adjusted, while in the second class the FLS has one distinct antecedent fuzzy set
(membership function) per rule. The difference between the two approaches will be now

more clearly explained. The I-th rule of aFLS has the following form:
RY: IFuisAyanduyisAg and ... upisAy , THEN vis B

With the rules in this format the fuzzy set appearing in the |-th rule (A;) is dependent only
on the rule, thus every rule has its own membership function. But, in atraditional FLS the
input space is partitioned into linguistic variables (e.g., small, medium and large) and these
linguistic variables are used and combined to produce the rules. Thus, a specific
membership function will likely appear in more then one rule. Thus, to properly represent a
conventional FLS the term A; should be substituted by Ajk,y. This was already discussed in
Section 1.6 to transform (1.23) to (1.24). Thus, the correct representation of the I-th rule of
aconventional fuzzy systemis:

R(I)Z IFu, iSAlk(lJ) and Uo iSA2k(2,|) and ... Un iSAnk(nJ) , THEN v is Bh(l)

The two different classes of approaches described above implement either a conventional
FLS (asin the rule above) or a FLS with different membership functions (i.e., fuzzy set) for
each rule. In the following we will denote an FLS with independent membership functions
in each rule by IMF-FLS, as opposed to a conventional FLS denoted by FLS. Let us
illustrate this concept through an example continued from Example 9 of Chapter 1.
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Example 10. FLS and IMF-FLS. Let us consider again Example 9 where we were deciding
the acceleration to impart to a car in order to reach a target position, given distance and

velocity measurements. Two possible rules for such a control system could be:

IF distanceisbig AND velocity is small THEN acceleration isbig ()

IF distanceisbig AND velocity is big THEN acceleration is medium (i)

In a FLS the fuzzy set big defined on the linguistic variable distance is the same for both
rules (i) and (ii). For example, it could be a triangular membership function centered at 10
m. Therefore, while tuning the center of this membership function, we need to account for
the fact that the variation of this parameter affects the firing of both rules, and thus, we
need to account for this, for example, in deriving gradient descent update rules. This aspect
obviously complicates the derivation of parameter update equations. In an IMF-FLS the
fuzzy set big has a different meaning in rules (i) and (ii). Thus, in thefirst rule it could be a
triangular membership function centered at 10 m, while in the second rule it might be a
triangular membership function centered at 12 m. Even though the fuzzy sets could be the
same at the beginning of the training algorithm (same initiaization), they are alowed to
depart from each other during the evolution of the training. Obviously, this greatly
simplifies the derivation of parameter update equations for an IMF-FLS since each
parameter affects the firing of only one rule. The same considerations hold for the
consequent part of the rules. In an IMF-FLS each consequent can have the same linguistic

label, but might have different meaningsin different rules.

Note that a (conventional) FLS results in the most general approach. Indeed, an IMF-
FLS can be obtained from an FLS by imposing

kih=I, h()=I, K=R H=R 012 ..n} OL2 .. R (212

in which R is the number of rules of the IMF-FLS and the other quantities have been
defined in Section 1.6 and can be reviewed in the glossary.

The optimization approaches for the non-conventional case (IMF-FLS) are definitely
easier to derive agebraically than their FLS counterpart. In the following Section 2.4 we
will describe the analytical derivation of the gradient components for IMF-FLSs first and
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for FLSs later. A review of the approaches presented in the literature will follow in Section
2.5.

2.4 Supervised Learning Formulation

In this section we describe the complete formulation of pattern-by-pattern and batch
training by gradient descent for both FLS and IMF-FLS. This is accomplished by
employing the equations derived in the preceding Section 2.2 and computing the partial
derivative of the output of the FLS (or IMF-FLS) with respect to the adjustable parameters
(i.e., oylow).

2.4.1 Supervised Learning Formulation for an IMF-FLS

In the case of an IMF-FLS the output of the system is given by (1.23). With the
understanding that ;(x;) is the membership function for the fuzzy set A;, and highlighting
the dependence from antecedent and consequent parameters (w, and w, respectively) (1.23)

becomes

R On 0
i ;Q (Wc)£“j| (XijaWa)%

VX )= Y e X e ) = - .13
M (Xi"W )D
;% JIRNA] a E
Defining the firing strength (or simply strength) of rulel as
ﬁ(X,Wa): Dujl (Xj1Wa) (2-14)
j=1
we can rewrite (2.13) as
R
ZBI (Wc)s (X'Wa)
y(x,w) =L (2.15)
Zs(x,wa)
=1
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Thus, the sensitivities of the fuzzy system output with respect to the consequent parameters

are easily computed as

py)
(o3}

% (Wc)

X, W,
oy s (x,w,)

ow,

ow (2.16)
‘ Z 5 (%, w,)
=1

Now we can use the idea intrinsic in the IMF-FLS that every rule has its own
independent fuzzy set. Thus, if we denote with wy the set of consequent parameters
appearing in the I-th rule (and only in the I-th rule), those parameters will only influence the

output of thel-th rule, that is

M:o ~izj, i012.R jd12.R (2.17)
owg

Using the property expressed by (2.17), we can rewrite (2.16) as

oy _ Salxwa) Bulwe) _1, g (2.18)
awcm R aWcm o |
Zs(x,wa)
=1

Note that this formulation is still general enough to accommodate constant, first order, or
any other type of consequent (including the TS type). We now need to determine the
corresponding partial derivatives with respect to the antecedent parameters w,. From

derivation of (2.15) with respect to w, we obtain

R R D R R D
@a.(wc)wﬁs(x,wa)m@a.(wc)s(x,wa)mﬁ"’S(X’Wa)a
oy _ 0= oW, 1 0 0= 5 0w, D(Z 19)
ow, : 3 '
§s(x,wa)m
=1 [l

Using (2.15) to substitute for the second term in the denominator of (2.19) and simplifying,

we have

2[& (we) = y(x;, w] 63‘(3)(,Wa)

oy
ow R

; ;s(x,wa)

Wa (2.20)
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Let us denote with wy the set of consequent parameters related with the I-th rule, those
parameters will only influence thel-th rule, that is:

5(wa) g iy j i0{L2..R jd12.R (2:21)
oW

Using (2.21), we can rewrite (2.20) as

Oy _ 8n(we) - y(x,w) s, (x,w,) m=12..R (2.22)
aW R aW [EEEE] .
am Zs(x W, am
=1

The only missing part of this formulation is the last derivative term that depends on the
type of consequent in the case of (2.18) or in the type of t-norm and membership function
for (2.22). Once the specific case at hand is fixed, these last sengitivities are easy to derive,

aswe shall seein later Chapters 3 and 5 for some specific instances of FLS.

Substituting Equation (2.18) in (2.10) we obtain the batch training update for the

consequent parameters:

wod - % X|1W Yd|]sm X,,W)aiw( w,) m=12... R (223

=1 ZS Xl,W cm

While using Equation (2.22), we obtain the batch training update for the antecedent

parameters:
WY = o ﬂ_% [Y(Xi W)~ ydi][ém(wc)_ y(x W)] 95 (X, W, )
am N & R aWam
Zs(xi,wa) (2.24)
=1
m=12,...,R

Anaogously the pattern-by-pattern update equations are obtained using (2.11) instead
of (2.10), thus leading to the pattern-by-pattern training update for the consequent

parameters:

new old _ [Y(Xi ’W) - ydi]sm(xi 'Wa) aém(wc) m =12...R (2_25)
ow 1=12,..,N
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and to the pattern-by-pattern training update for the antecedent parameters:

Wi = wdd [y(x.w) = Vs llBm(we ) - y(x . w)] ds,(x;, w,) m=12...R (2.26)
am am a R ow,, i=12,...,N .
;S(Xi’wa)

In Equations (2.23) to (2.26) we introduced different learning rates n, and n for
antecedent and consequent, respectively. This is often seen in FLS training, thus,
antecedent and consequent parameters would have different learning rates, as, for example,
also parameters encoding center and width of a membership function would. This does not
really correspond to a gradient descent approach, but to a gradient pre-conditioning [3] and
will be discussed in more detail in Section 2.6. In the fuzzy systems literature the use of
different learning rates for logically different parameters is motivated by the analogy to
neura networks, where it is suggested to use different learning rates for each layer in the
network [20].

2.4.2 Supervised Learning Formulation for a FLS

We will now derive the batch and pattern-by-pattern update equations for the case of aFLS,
that is a conventional FLS in which the membership functions for antecedent and
consequent may (and in general will) appear in more than one rule. This dlightly
complicates the formulation since all the rules that are affected by one parameter need to be
counted in evaluating the derivative of the output of the FLS with respect to the parameter
itself. Therefore, the main difference in the following derivation is that the simplifying
assumption given by (2.17) and (2.21) does not hold and a slightly more complicated oneis
used. Asin Equation (2.14) we can define the firing strength of rulel as

5(x,w,)= |£|1p'jk(j,l)(xj’wa) (2.27)
=

The output of the FLS is therefore expressed by

(2.28)
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Let us now denote by wc, the consequent parameters related to the m-th consequent
membership function (or local model, for TS fuzzy models), wherem= 1,2, ..., H. Let us

also define the set of rule indices that contain the m-th consequent as their output as
1¢ ={ioojh(t) =} (2.29)

A property similar to (2.17) can now be established. Since the derivative of the output
terms with respect to Wen, is zero for all the rules that do not have the m-th consequent as

their output,

aéh(i)(wc)
oW

C

=0 - i01% i0{12.R jd12.H (2.30)

Note that (2.17) can be obtained from (2.30) when 1, = {m} for every value of mand H =
R. We can now compute the sought after partials of the output of the FLS with respect to
the m-th consequent parameters as

oy _ mZ; (X’Wa)aém(wc)

ow,, < oW,
Z 5 (x,w,)
=1

m=12,...,H (2.31)

A similar approach will now be developed for the partial derivatives of the FLS
output with respect to the antecedent parameters. Let us denote by wapm the antecedent
parameters related to the p-th input and the m-th antecedent membership function, where m
=12, ...,Kpandp=12, ..., n. Let us aso define the set of rule indices that contain the m-
th antecedent membership function as their p-th inpuit:

12, ={ 00k(p.1)=n} (2.32)

Thus, the firing strength of the I-th rule will have a zero partial derivative with respect to
Wapm Whenever the m-th antecedent membership function for the p-th input does not appear
inthel-thrule. That is

0S(X\Wa) o _imya infi2 8 jd{12..h mofL2.. Kk} (239

jm?
awajm

Using (2.28) and (2.33) and the same approach used in deriving (2.22), we can compute the
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partials of the output of the FLS with respect to the antecedent parameters as

651 X, W, )
5 05 (x,w,)
) (we) - v w) MWen  p=12..n

m=12,..,K

oy _ oG,
ow,

apm gs(x,wa)

It is easy to verify how (2.22) is a special case of (2.34). Once again, the only missing part

(2.34)
p

of this formulation is the last derivative term that depends on the type of consequent in the
case of (2.31) or in the type of t-norm and membership function for (2.34). Once the
specific case at hand is fixed, these last sensitivities are easy to derive, as we shall see in

later Chapters 3 and 5 for some specific instances of FLS.

Substituting Equation (2.31) in (2.10) we obtain the batch training update for the

consequent parameters:

N ZS(XiaWa)aé w
s = =08 5 (e w)- vol (1)

Zs x,,w Wern

While using Equation (2.34), we obtain the batch training update for the antecedent

m=12,...H (2.35)

parameters:

a )
> [5h(|)(wc yx,,W]SX.W)B
I[:Ilgm o D
] _ :
0
H

2 5 w,)

p=12..,n m=12..,K

y XuW Yai

N
oId a Z

1=1

I:I]:II:IJ:UJIZII:I

Anaogoudly the pattern-by-pattern update equations are obtained by using (2.11),
instead of (2.10), thus leading to the pattern-by-pattern training update for the consequent

parameters:

> 5 (xiw,)

Wcm - WOId _rl [y(xl ’W) yd|] Ol

Za X, W,)
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and to the pattern-by-pattern training update for the antecedent parameters:

new IDIZm [6h(| ) (Wc) - y(xi , W)] w

Wam = Wg:g _na[y(xi ’W)_ ydi]

(2.38)

gs(xi,wa)

p=12,..N m=12..K, i=12..N

p

Equations (2.35) and (2.36) can be used to implement a batch mode gradient descent,
while (2.37) and (2.38) can be used for a pattern-by-pattern gradient descent training. Such
a general approach to the learning problem has not been proposed in the literature to date,
some approaches utilizing full (or complete) rule bases and with some other restricting
assumptions have been proposed and will be discussed in the following Section 2.5. The
merit of equations (2.35) to (2.38) is to provide a genera framework for optimizing a FLS
without a necessarily complete' rule base. Moreover, the many existing learning
approaches developed for IMF-FLSs can still be derived through the previous equations
(2.35) to (2.38). Thus, equations (1.25) along with (2.35) and (2.36) describe the output and
the batch update equations of a FLS that could be a pure FLS, a TS-FLS, or an IMF-FLS.
Changing the parameters involved in the formulation (e.g., Kj, and H and function h(l) and
k(j,1)), we can define and tune any FLS we desire, thus implicitly defining a continuum of
fuzzy logic systems among which to choose. For example, we can start with a FLS with 2
inputs and one output, 3 membership functions for each input and 5 membership functions
for each output. In our notation this means: K; = 3, K, = 3, and H = 5. Let us assume the
case of acomplete rule-base, i.e,, R=9. In case we decide to increase H to 7 we till have a
FLS. Increasing H to 9, we obtain a TS-FLS. All sorts of modifications along these lines
can be carried out, thus showing the flexibility and the continuum implemented by the

adopted modeling approach.

! By completeit is generally meant that there are as many rules as all the possible combinations of antecedent
fuzzy sets on the different linguistic variables.



2.5 Supervised Learning: State of the Art

In this Section we review the existing supervised learning approaches for FLSs, starting
with the ones for IMF-FLSs.

The pioneering attempts to tune FLSs with gradient descent can be traced back to
1990 and 1992. In 1990 Hayashi et al. [19] proposed a particular type of FLS where the
antecedent membership functions as well as the consequents consisted of neural networks.
Such an approach led to easy application of the back-propagation algorithm and was tested
on the control of an inverted pendulum system.

Subsequently, Horikawa et al. [24,83] presented an approach in which only the
antecedent membership functions are approximated by a neural network. Using sigmoid
squashing functions in the neural network, they obtain membership functions for the input,
that are what they call pseudo-trapezoidal membership functions (essentially linear
combinations of sigmoids). They use back-propagation on the overall neural network
comprised of the rules encoded in the network weights. Product inference is used aong
with constant consequents and pattern-by-pattern training. They rule out the possibility of
using triangular membership functions due to the impossibility of using BP with this type
of membership functions. Moreover, they contend that the mapping offered from a FLS
using triangular membership functions is of class C°, while other membership functions
(i.e., gaussian, bell-shaped) generate C* mappings that thus seem more attractive. In their
experimentation the learning rate (a small constant) is fixed differently for every layer and
is scaled for the quantities to update. They note that using too high a value for the learning
rate might result in membership functions with very little linguistic meaning since they
might significantly depart from the initial (ad hoc) ones. Findly, a very interesting note
they make is that in their experience it is the structure of the FLS that affects the
performance more than the membership functions parameters themselves. Their approach is
tested with a function approximation task. An interesting note about this approach is the use
of a dummy variable in the function, in order to verify if the network will discriminate this

variable and determine whether it is dummy, or not.
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One of the first approaches to tuning antecedent and consequent parameters of afuzzy
logic system through gradient descent is the one of Nomura et al. in 1992 [51,52]. In this
approach triangular membership functions, product inference, constant consequents,
singleton fuzzification, and COA defuzzification are used. In the remainder of this chapter
it will be assumed, unless otherwise noted, that singleton fuzzification and COA
defuzzification are used, since they are the most common choices for FLSs. Nomura' s FLS
uses membership functions in the antecedent part set independently for each inference rule,
and independent constants for each inference rule as well. Thus, their FLS can be
considered one of the first examples of IMF-FLS. They tune the consequent constants and
two parameters of the antecedent membership functions. center and width of each
(isosceles) triangle membership function. They execute a pattern-by-pattern training
alternating:

1) Datum presentation;

2) Update of the consequent parameters;

3) Recalculation of the output and update of the antecedent parameters.
This approach was tested on three function approximation examples and a mobile robot
obstacle avoidance problem. It appears to be much faster and slightly better generalizing
then a neural network (that has more parameters than their model, thus making the
comparison uneven). Moreover, they also compare their approach to iterative fuzzy
modeling. Iterative fuzzy modeling uses pure FL Ss with constant consequents (one per rule,
thus a TS-FLS) and membership functions constrained to have a total sum of firing
strengths equal to unity. Thus, a triangular membership function has its own center and
width defined by the two neighboring membership functions centers. This way a 0.5
overlap is aways ensured and the sum of firing strengths is always unity for a full rule
base. Nomura et al. compare their proposed method with the iterative fuzzy modeling they
reference and show that their approach tends to be somewhat slower in converging to the
specified error goal than the iterative approach that conversely shows a somewhat higher
test error. From these results they infer their approach has higher generalization
capabilities. This claim does not necessarily seem to hold; the comparison is based on one
optimization run (not necessarily converging to a global solution) and with less than an
order of magnitude of difference in the test error. More importantly, the number of
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parameters of their approach is significantly higher than the number of parameters of
iterative fuzzy modeling (80 parameters in their approach versus presumably 24 parameters
in the iterative approach). In the presented approach a different learning rate (step size) was
chosen for the consequent constants, the triangle centers and the widths, thus having three
different learning rates. They also note the non-differentiability of the error function with
respect to the triangle center, and pragmatically take care of it by zeroing the corresponding
parameter correction when necessary. Thisis done by introducing a sign function that is +1,
-1 or zero when its argument is positive, negative or zero, respectively. No mention on the
discontinuity of the derivative with respect to the width parameters is made. Moreover, this
non-differentiability consideration (and consequent appropriate definition of the sign
function) is exposed in [52] but not in [51]. The first reference [52] was published in the
Japanese Journal of Fuzzy Theory and Systems, thus having a more limited circulation than
the latter [51] published in the proceedings of the first IEEE international conference on
fuzzy systems. Indeed, many subsequent authors have used this approach neglecting the
non-differentiability problem.

The work of Nomura et al. was subsequently extended by Miyata et al. [46] and Ohki
et al. [57] (same authors, but with different order) to the case of piecewise linear
membership functions. Product inference and constant consequents are used. The
antecedent membership functions are sort of triangularly shaped but with each line of the
triangle replaced by two segments with different slopes. Such a membership function can
be no longer represented by two parameters, but three additional parameters are needed.
The FLS is an IMF-FLS and the tuning is a pattern-by-pattern tuning. They apply gradient
descent for the minimization of the approximation error, and no mention of the non-
differentiability problem (even bigger in this case) is made. The updates for consequent and
antecedent parameters are not performed at the same time, but alternated as in Nomura's
approach. In [46] this approach is applied to the parallel parking of an autonomous mobile
robot; constant learning rates are used. Moreover, the use of piecewise linear membership
functions is compared with triangular membership functions (two parameters) and
asymmetric gaussian membership functions (three parameters). Piecewise linear
membership functions seem to require far less training cycles for the same training error
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goal. This approach is again biased on having used only one optimization run and also by
comparing two FLSs with a different number of parameters. Another comparison for a
function approximation task is carried on for different choices of step-sizes. This example
seems to consistently show a faster convergence of the piecewise linear membership
functions as compared to the strictly triangular membership functions. As previously
mentioned, the comparison does not seem significant due to the different number of
parameters in the two approaches. The work in [46] is then extended in [57] to the use of
varying step sizes. Two function approximation problems are presented and used to
demonstrate the higher capability of expression of the piecewise linear membership
functions versus triangular membership functions. Moreover, a method to modify the
learning rate in order to avoid sub-optimal solutions is presented. This approach, named
learning algorithm using coefficients modified by a globa search (LACG), is not as
promising as its name; it is merely a heuristic (not too clearly explained) based on the
increase or decrease in objective (error) function. In case of error oscillations the learning
rate is subsequently doubled, halved, quadrupled, etc. This LACG approach seems to be

effective in reducing the number of learning cycles necessary to achieve a given error goal.

Bersini and Gorrini [4] use Nomura's method [51] for adaptive fuzzy control. They
propose a slight modification to the method to make it a conventional FLS instead of an
IMF-FLS. They briefly derive the new update equations for the adjustable parameters,
without getting into too many details. Those equations are very similar to (2.37) and (2.38)
(pattern-by-pattern update equations) even though they are not as general and detailed. The

results of their approach are not compared with the traditional Nomura' s approach.

In the same year (1992) and at the same conference (IEEE international conference on
fuzzy systems) Wang and Mendel present a back-propagation approach very similar to
Nomura's one (i.e., yet another IMF-FLS) but employing gaussian instead of triangular
membership functions [82,83,85,86]. They show that a FLS can be represented as a three
layer feed-forward network, motivating the use of the back-propagation agorithm to
optimize it. A FLS with constant consequent terms and product inference is trained using a
pattern-by-pattern approach. The adjustable parameters are the constant consequents as
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well as center and spread for the antecedent Gaussian membership functions. Another
subtle difference from Nomura's approach is that the same step size is used for different
classes of parameters. Thus, Wang and Mendel approach is a true gradient descent
approach. Moreover, in this case the updates for all the adjustable parameters are applied
simultaneously (unlike in Nomura's approach). They test the approach on some system
identification problems that had been solved with neural networks [47]. The FLS approach
is better (faster convergence and less parameters required for the same error goal) than its
neural counterpart. Probably an easier and more intuitive initialization of the adjustable
parameters has a significant role in this different behavior. Moreover, the outcome of the
optimization is something that is readable and makes more sense than the collection of

weights of a neural network.

Still Wang and Mendel, and in the same conference, propose an orthogonal |east
squares learning using fuzzy basis functions [81,85]. The rationale of this approach is to fix
the antecedent membership functions parameters in order to reduce the learning problem to
a linear problem. Orthogonal least squares techniques are effective in determining the
necessary basis functions (i.e., rules) and the corresponding (globally) optimized
consequent parameters. This approach certainly gains in terms of readability but looses in
terms of function approximation, since a fewer number of parameters is available for

adjustment; and the non-adjustable parameters are fixed at generally sub-optimal values.

A different approach to the supervised learning of FLSs was presented in 1993 by
Jang [26]. In his paper he proposed an adaptive-network-based fuzzy inference system that
he calls ANFIS. In this paper and other following papers and book [27,28] he looks at FL Ss
as adaptive networks and thus shows how back-propagation learning algorithms can be
derived from the corresponding network structure. This view offers some flexibility in
deriving the gradient descent rule, avoiding the cumbersome task encountered in deriving
the update equations (2.35) to (2.38). On the other hand, the view of pure fuzzy systems
and TS-FLS is not a continuum anymore since, for example, changing the number of
consequent membership functions constitutes a structural change in the underlying
network. In his approach Jang uses bell shaped membership functions, even though he
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mentions that any other membership function such as piecewise linear membership
functions would be acceptable; however no mention of the non-differentiability problem of
piecewise linear membership functions is made. Product inference is used, and both pure
FLSs and TS-FL Ss are considered. An adaptive step-size is used, in which the adaptation is
given by two simple heuristics (in full analogy to the quick-prop agorithm):

1) Increase the step-size when the error is steadily decreasing;

2) Decrease the step-size when the error is oscillating.
A pattern-by-pattern approach is used and the learning is composed of the alternation of
recursive least sgquare approximation for the consegquent parameters with successive
gradient descent for the antecedent parameters. The ANFIS approach seems to be far
superior to neural networks (trained with quick propagation) having the same number of
parameters or more, in both training speed and generalization (i.e., test error). The ANFIS
approach was tested on function approximation, system identification problems (asin [47]),
and the Mackey-Glass differential delay equation, yielding promising results. Moreover, its
performances were compared to those of autoregressve models, and high order
polynomials (besides neural networks) with excellent improvements over the solutions

offered by these alternative approaches.

Departing from the main approaches to supervised learning that utilize gradient
descent and neuro-fuzzy analogies, Rashid and Heger [65] present an approach to tuning
FLSs based on least square estimation. They choose Gaussian membership functions along
with product t-norm and constant consequents. The consequents are the only adjustable
parameters, in order not to risk loosing readability and interpretability of the FLS. A
recursive least square approach to tune the consequents is applied to the control of the level
of fluid in a tank. The FLS controller design is optimized to approximate a feedback

linearization controller.

Guely and Siarry [16] present an approach to gradient descent tuning, using
asymmetric triangular membership functions as well as product and minimum t-norms.
This approach can be seen as an extension of Nomura's approach for TS-FLSs with
independent membership functions in each rule and constant as well as affine consequents.
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They also propose centered-affine consequents, where the consequents are affine in the
variables deviation from the antecedents centers, rather than in the input variables
themselves. They test their approach on an interesting function approximation problem
(SISO function) that they formulate. They also offer some remarks on the relation between
learning rate and training data, membership functions and number of rules. They experience
divergence of the algorithm for a small number of rules; indeed in an IMF-FLS a small
number of rules is probably not enough to produce full coverage of the input space.
Moreover, increasing the number of rules initially results in a decreased approximation
error, until a threshold is met where the increase in number of rules is not accompanied
anymore by a decrease in error. They also find that the number of training data has a direct
impact on the generalization capabilities of their FLS, and that, as a rule of thumb, the
number of training data should be at least twice the number of adjustable parameters. The
initial number of overlapping membership functions also seems to have an influence on the
outcome of gradient descent, thus suggesting the local nature of the tuning approach. In
thelr experiment they obtain the best results with two or three membership functions
initially overlapping. Finaly, they point to the need for further studies on learning rate in
relation with the function to approximate, influence of the number of rules and membership
function overlap. In this study (quite) different learning rates are used for antecedent
membership functions centers, spreads and consequent constants. Moreover, there is no
mention about the non-differentiable nature of the problem with triangular and/or minimum

inference.

Jou [30] studies the learning of IMF-FLSs with gaussian antecedent membership
functions, constant consequents and product t-norm. Pattern-by-pattern training is used and
the LMS algorithm is proposed to tune the output constants. Back-propagation (i.e.,
gradient descent) is also proposed for antecedents and consequents tuning, with the note
that the membership functions involved in the training need to be differentiable for the
gradient descent to apply. In the gradient descent approach he uses different (constant)
learning rates for different classes of parameters. He also proposes a hybrid algorithm that
is aheuristic for clustering-based positioning of the antecedent membership functions, with
successive application of LMS to the consequents. He also proposes a two-stage back-
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propagation, that is, a back-propagation initialized by the heuristic clustering. Two function
approximation problems and one system identification problem are considered. From his
results it can be inferred that tuning some consequent parameters through LMS might be
dower then tuning less parameters for antecedent and consequent together and using
gradient descent. Testing the approach on a classification problem he aso finds that tuning
only the consequent parameters by LMS is faster than tuning less parameters for
antecedents and consequents (using gradient descent). An interesting result is that the LMS
approach will quickly converge to a hard decision boundary between points, while the
back-propagation approach slowly converges to a smooth decision boundary. Finally, on
the system identification problem he finds that the two-stage back-propagation is faster than
the hybrid learning. That is, adjusting the membership functionsis useful in general, but the
corresponding optimization problem will have many local minima; thus, the initialization is

acrucia aspect for the convergence properties of the gradient descent approach.

Katayamaet al. [31] are the first to propose a gradient based constrained optimization
approach that makes use of interior penalty function methods. Triangular membership
functions, product inference, and constant consequents are used. The triangular
membership functions are set such that each triangle has its own center and it extends to the
right and to the left to the centers of the corresponding neighboring membership functions,
so that a 0.5 level of overlap and a total firing strength of unity are always guaranteed.
Moreover, the membership functions can be easily constrained by imposing that the order
between the centers is preserved. A constant step size common to all the different
parameters is used throughout the paper. They use a univariate function approximation
problem (of their own formulation) to test the developed approach. A smooth learning
curve is shown, with final membership functions that satisfy the constraints, and thus till
“make sense” from an intuitive FLS point of view. On the other hand, the solution for an
unconstrained approach is computed and the result is a set of membership functions that
violate the constraints and thus do not “make sense”. No mention of the approximation
error in this second case is made. They also present a heuristic for rule generation and
compare it to other existing heuristics, showing improved results. Finaly, they briefly talk
about the application of this approach to control and in particular to model reference
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adaptive control. Again, no mention of the non-differentiable nature of the triangular
functionsis made.

Glorennec [14] presents some learning algorithms and considerations for neuro-fuzzy
networks. He discards the possibility of using gradient descent for antecedent parameters
because of: slowness, convergence problems, loca minima, difficulty to introduce
constraints, and excessive computational hardware requirements. He tunes a TS-FLS with
constant outputs, triangular membership functions, and product inference. For the
antecedent fuzzy sets he imposes the constraint that when one fuzzy set has unit
membership degree, the other fuzzy sets have zero membership degree. As a particular
solution he chooses triangular membership functions intersecting at 0.5 membership
degree. He proposes to decompose the learning into antecedent and consequent learning
that alternate iteratively as in Nomura et al. [51,52]. For consequent learning he proposes
gradient descent with momentum coefficient (i.e.,, a gradient deflection approach), least
sguare (off-line) and recursive least square (on-line). For antecedent membership function
optimization he recognizes that triangular membership functions are non-differentiable and
thus gradient descent cannot be used. He proposes a finite difference approximation of the
gradient and uses the approach for a test function approximation problem. The concern with
this approach is that if the gradient does not exist, even its finite difference approximation
will not. He also proposes the use of random optimization in order to take care of the non-
differentiable issues. Finaly, he presents some results for only one function approximation

case.

Jacomet et al. [86] propose the use of the downhill simplex method [50] for the
supervised learning of few parameters of a FLS. In choosing their optimization algorithm
they discard NN-based methods (gradient based) because of several reasons: they are slow,
the penalty function is nonlinear in the parameters, it might be non-differentiable, there
might be constraints on the parameters, and it should be possible to use the same algorithm
for a simulation and for the real system as well. They claim that the algorithm would be
suitable for online applications by proper choice of termination criteria and constant
restarting. They look at a very simple second order system and adjust two parameters of a
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proportional-derivative (PD) controller, achieving a value of penalty function that will turn
out to be their best value. They adjust the input and output scaling constants of a 2x1 (i.e.,
two inputs and one output) fuzzy system (a total of 3 parameters) with 5 triangular
membership functions for each input. This approach results in achieving a dightly higher
penalty function value than by the PD controller. By adjusting two other parameters (i.e.,
the position of the center of two triangular functions), they achieve the same performances
of the optimal PD controller (5 parameters for the FLS versus 2 parameters for the PD
controller). They test the downhill ssimplex method on a small number of variables; that is,
in the conditions where this algorithm generally works very well. On the other hand, it is
also known that for more then 5-6 variables the downhill simplex method performance

degrades.

In 1997 Arabshahi et al. [1,76] present an interesting paper on supervised learning of
FLSs with gaussian membership functions, center of gravity defuzzification and min-max
operators. They use min-max operators in formulating the gradient descent approach with
the comfort that (they say!) min and max are continuous and differentiable functions.
Moreover, the min and max operations act as pointers with the result that only the function
that gave rise to the min or max for a specific rule is adapted, while the others are not. Note
that with a product t-norm instead of the min, all the other membership functions that
contributed to the output in the product will be adjusted as well. Thus, what they suggest as
being an advantage might indeed not be one. They also present a very nice approach to the
gradient descent for atwo-input FLS with min and max operators. This is somewhat similar
to the approach developed in the previous Section 2.4. The interesting aspect of their work
is an approach to adaptive pruning of membership functions by annihilation and fusion
mechanism. That is, if a membership function becomes too narrow or two of them become
too close they are annihilated or fused, respectively, and the rule table is modified
accordingly. They use a pattern-by-pattern steepest descent approach with constant learning
rates and apply it to a function approximation problem.

Zhang and Knoll [90] propose to use B-spline membership functions instead of the
usual triangular or trapezoidal ones. They point to the fact that — heuristically — adjusting



the position (center) of membership functions is intuitive, but the same does not hold for
the spread. They also point to the need of a systematic design procedure for FLSs to satisfy
the increasing application areas. They use a regular FLS approach for the rule base with
singleton outputs, one for each rule (TS-FLS with constant local models) and product
inference. They look at the FLS as an interpolation process in principle. They use
instantaneous errors to define a pattern-by-pattern gradient descent approach in the
consequent parameters (singletons) and discover that the objective function is convex with
respect to these parameters (that is known since the problem is linear in the consequent
parameters). They also provide a heuristic algorithm for placement of the points defining
the B-splines. Their proposed training algorithm consists of an alternation (iteration by
iteration) of the placement algorithm with the gradient descent approach for consequents.
The attractive feature of this approach is that they say that a new membership function can
be easily inserted, something that is not easy to do with other approaches. They compare
their results with [19,26,27,45] and claim they obtain better results with the same number
of adjustable parameters. They always end up with very big structures and claim fast

convergence. (They are solving alinear problem.)

Nauck and Kruse [49] propose a neuro-fuzzy system for function approximation that
they call NEFPROX. Thelr learning algorithm is a heuristic able to determine the structure
and parameters of a fuzzy system. Their approach is a FLS approach of the type of ANFIS
[26] with the added flexibility of alowing more interpretable Mamdani like fuzzy systems
(i.e., pure FLSs). Their rationale in deriving a heuristic for training purposes is based on the
consideration that a FLS should not be chosen when an exact solution is sought; thus, it is
not worth to pursue a complicated learning algorithm. Asymmetric triangular and bell
shaped membership functions are used along with min t-norm and mean of maxima
defuzzification. (They argue this defuzzifcation is computationally faster and gives them
the same results as COA defuzzification after training.) The proposed NEFPROX is what
they call a fuzzy perceptron, or a 3-layers perceptron, and this neural view of the fuzzy
system allows them to formulate a heuristic structure and parameter learning approach. The
approach has the flexibility to accommodate constraints, such as the relative positioning of
membership functions. The learning rate is varied, increasing it whenever the error steadily
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decreased and decreasing it when the error oscillates. They test the approach on the
Mackey-Glass differential equation and compare it with ANFIS. In this test the
membership functions are constrained as to their relative position. Their conclusions on the
test are that ANFIS is dlower in learning, but learns and generalizes better than NEFPROX.
This is done at the cost of readability and interpretability: ANFIS solutions are poorly
readable while NEFPROX offers pure FLS solutions that are thus readable. The authors
conclusion is that this is a typical example of trade-off between readability and
performance. My interpretation of their results is a little different. Both ANFIS and
NEFPROX have the same number of parameters. The ratio of training runtimes of ANFIS
to NEFPROX is aways smaller (by at least a factor of 2) than the inverse ratio of the
achieved training or test error. Thus, the smaller error offered by ANFIS is more than
counterbalanced by its higher runtime. Therefore, comparing ANFIS and NEFPROX on the
basis of training error versus runtime might lead to opposite conclusions. Obviously, we
cannot pursue this comparison since we would need to look at their (time) learning curves.
This tendency holds for all the different runs of NEFPROX. Moreover, the first NEFPROX
they obtain has 129 rules that are automatically learned and that are of Mamdani type. Even
though their FLS is a pure one, and readable as such, the rules are of a number that surely
prevents readability, while ANFIS has only 16 rules. Those rules express local models (thus
less interpretable), but they are in a limited and still understandable number. Even with
another NEFPROX using bell shaped membership functions and with only the best 26
rules, the results are analogous. In the best case the ratio of ANFIS runtime to NEFPROX
runtimeis almost 26 while the NEFPROX to ANFIS ratio of test errorsis almost 39.

To contrast the IMF-FLS approaches Shi and Mizumoto [75] present a neuro-fuzzy
learning algorithm for TS-FLS that is characterized by not having independent membership
functions for each rule. They develop a gradient descent approach for a two input, single
output system with product inference and full rule base. They claim that is not hard to
extend the approach to a generic MISO FLS, but their formalism does not seem to make it
that easy. This approach is different from the equations derived in the preceding Section 2.4
in many ways. First, it includes only the case of a full rule base with a different constant
consequent per rule (a TS-FLS of zero order indeed). Using an instantaneous error measure,
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they develop a pattern-by-pattern gradient descent approach for both symmetric triangular
and Gaussian membership functions. No mention of the non-differentiability of triangular
functions is made, even though the sign function for the derivative calculation is defined as
in Nomura et al. [52] in order not to have any correction if the parameter value corresponds
to a point of non-differentiability. A different constant learning rate is used for centers,
widths and consequents. They subsequently — loosely — discuss some properties of the
developed approach. Obviously, membership functions are not independent of each other.
Moreover, fitting training data, they say, is likely to be dower than in the IMF-FLS
approaches. Their reasoning in this case is not clear at all to me, and | think this statement
would actually deserve more attention. Their rationale in making the previous statement is
that for a given membership function “fitting to training data is usualy slower than the
conventional ones (i.e., IMF-FLS), because it is not only used in one fuzzy rule, but aso in
other fuzzy rules if it fires. This implies that the membership function learning is
sometimes slow due to the fact that it is related to many fuzzy rules.” On the grounds of
heuristic considerations | would say that each membership function has to satisfy the
necessary firing requirements of all the rules it appears in; thus, it might be pulled in
different directions due to eventually contrasting objectives. Still from an intuitive point of
view, a “harmonious’ FLS would probably possess the property that the membership
functions all work together to the same goal, thus, not generating conflicting objectives in
their updates. These are all theories and suppositions that would need to be verified on the
basis of experimental results as well as more rigorous studies. It is also recognized that this
type of formulation is more complex than the IMF-FLS one, and that the number of
partitions on each input are not necessarily the same; an added flexibility of great
importance. Indeed, it might be necessary to have finer partitions on one input with respect
to which the approximated function varies more quickly. They aso state that the number of
tuning parameters in their approach is less than in the IMF-FLS for aMISO system. Thisis
another controversial statement; it obviously depends on the basis for the comparison.
Moreover, they state that the representation of the rule table does not change, i.e., it keeps
its readability and non-firing states, or weak firing states, can be avoided (states that cause a
weak or zero sum of firing strengths). It is intuitively understood that it is easier to
constraint the membership functions in this case and that they will probably tend to cover
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the space even in the unconstrained case, even though a constrained approach is possible in
both cases. The setting of initial fuzzy rules is smple in this proposed approach, a non-
trivial property since the use of local optimization approaches is heavily dependent on a
proper initialization. It also seems that their derivation of the update rules for triangular
membership functions has some glitches. They test the approach on two function
approximation problems, performing learning for triangular and gaussian membership
functions and comparing the results with their IMF-FLS counterparts. The comparison is
affected by several biases. In the Gaussian approach they compare to Wang's approach
[82,83,85,86] with 16 rules and atotal of 80 parameters, while they have still 16 rules, but a
total of only 26 parameters. On 10 different initializations their approach seems to be
slower in convergence, but it seems to produce smaller average and maximum test error
(for fixed values of the training error goal). Indeed, the error function seems to be more
uniform in their case rather than with the solution obtained by Wang's approach. It is
plausible to expect the proposed FLS to cover the input space in a more uniform way. |
think that a more reasonable test would have been to compare the two approaches using the
same number of adjustable parameters, since in their testing strategy some of the difference
in the results might be due to an over-parameterization and/or over-fitting of the data
Moreover, al these comparisons are always subjective in nature since the initiaization is
different, and the solution found might be a local optimum. In the case of triangular
membership functions the proposed approach is compared to Nomura's approach [51,52].
In this case the tendency seems to be different; the developed method (using less
parameters) seems to converge as fast and sometimes even faster than Nomura s method.
The two approaches seem to offer similar generaization, since the average and maximum
test errors are almost the same for theirs and Nomura s method. Repeating the experiment
for triangular membership functions and almost the same number of parameters (31 in the
proposed approach versus 45 in Nomura' s approach), the authors find that the proposed

method is significantly faster and possesses significantly better generalization capabilities.
Because of the slowness of the gradient descent approach, along with non-global

convergence, and, some authors say, excessive computational burden many heuristics for
the design of FLSs have been proposed [33,55,85] (among many others; this is not a
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comprehensive list of heuristics). The spirit of most of these approaches is based on
clustering of the input space. One of the weakest points of using heuristics is the lack of a
corresponding (optimal) term of comparison. Some of these heuristics are also used for
structure identification. Indeed the theme of structure identification has been aways
addressed in a heuristic fashion.

Many adaptive control schemes using tuning of FLSs or IMF-FLSs have been
presented in the literature, discussing them would be cumbersome and outside the scope of
this work. However, these approaches generaly end up solving online function
approximation problems (either for identifying the plant or some relationship with a cost
function, etc.). They range from very simple cases where only the (linear) consequents are
tuned, to complicated cases where gradient descent is employed and aternated with
structural learning. Many applications of the supervised learning techniques discussed
above were presented in fuzzy control, adaptive control and system identification. Most of

these approaches use either Wang's [85] or Nomura' s [51] back-propagation approach.

All the methodologies discussed so far are either gradient based or heuristic. They are
all local in nature (the objective functions involved are in general not convex) and therefore
heavily dependent on their initialization. With fuzzy systemsit is generally easy to propose
an intuitively good initialization, but as the system becomes bigger, the quality of the
initialization might substantially drop. In order to overcome the local nature of all these
approaches, some authors have addressed the global optimization problem of FLSs. Almost
all the approaches that were proposed are based on the application of stochastic searches
like genetic algorithms, evolutionary programming, simulated annealing, tabu search and
variations on those [17,18,23,53,54,56,78] (among others). The merit of these approachesis
to try to address the local nature of the solution problem. These type of approaches present
many drawbacks. They are very slow and thus unsuitable for online applications (unless the
time frame for updates is long). Moreover, they might suffer from premature termination
(e.g., GAs) or might have parameters that are hard to set (e.g., cooling schedule in
simulated annealing). These approaches are very useful in complex problems where the
knowledge of the internal mechanisms of the problem are unknown or too complicated to
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examine, they are formidable engineering tools in cases where there is the need, or desire,
not to spend time on problem analysis. Indeed, the time consumption is moved from man-
time to computer-time that is definitely more economical. In the application of stochastic
searches to the supervised learning, or complete model identification, of FLSs, we are

discarding and not exploiting the analytic information on the fuzzy systems themselves.

There are very few global approaches that do not rely on the use of stochastic
searches. In the neural network literature the use of tunneling algorithms [9,36,87] for
global optimization was proposed. These algorithms are based on a tunneling function that
penalizes already found solutions and thus tries to find its way to new improved solutions,
finally converging to a globa optimal solution. This seems an interesting approach with the
drawback of ill conditioning, and no strong guarantee of global convergence. Tunneling
algorithms are based on the construction of penalty terms that are added to the origina
objective function. It is well known that penalty functions approaches are in general ill
conditioned.

A different globa approach is the expanded range approximation (ERA) [15]. The
ERA is based on preserving the optimization procedure (i.e., gradient descent), and adding
some data processing stages. The objective function shape and properties depend on the
particular data set we are trying to approximate. In the ERA approach the data are all
compressed to their mean value (y's only) and progressively expanded in stages, until a
final stage with the original data is reached. If the initia problem (with all the data
compressed to their average) is globally convex, and the expansion is performed slowly
enough, the authors make a convincing argument that the technique will lead to the global
optimum. The authors applied it to the XOR problem (where the global optimum is known)
reaching a 100% rate of global success (conversely to what happens using a pure gradient

descent approach).

2.6 Discussion

In this section a synthetic discussion of the approaches reviewed in the previous Section 2.5

is presented. Some remarks on the problems associated with some of the approaches (non-
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differentiability, locality, readability, etc.) are made, and some research directions are
identified. This discussion is central to the dissertation in that it leads to the experiments of
Chapter 3, the new problem formulation of Chapter 4 and the quadratic fitting heuristics of
Chapter 5.

2.6.1 Non-differentiability

In the problem description of Section 2.2 we showed that deriving a gradient descent
approach for the supervised learning of FLSs always entails taking the derivatives of the
output of the FLS with respect to the adjustable parameters. This operation is formally not
possible anymore whenever we use a non-differentiable t-norm (e.g., minimum operator), a
non-differentiable membership function (e.g., triangular), or any other type of non-
differentiable (with respect to the adjustable parameters) component of the FLS. In these
cases the output of the FLS is not differentiable (everywhere) with respect to the adjustable
parameters. There are some points where right and left derivative exist but have different
values. In this case a gradient descent approach cannot be applied anymore and any
approach that uses a direction based on a derivative is not truly using a gradient direction.
The implications of this consideration are substantial, because if the direction of
search ceases to be a descent direction the algorithm might not converge (even localy). In
this case, in the progress of the algorithm some non-improving steps (i.e., steps where the
objective function does not decrease) might be taken. Thus, from atheoretical point of view
all of the gradient-based approaches developed for non-differentiable FLSs (e.q.,
[16,31,46,49,51,52,74,75]) are not guaranteed to be convergent. From a pragmatic point of
view this might not be a concern, using the argument that the probability of falling onto a
point of non-differentiability is zero since these points generally form a set of zero measure.
The training data constitute a grid in the input space along which the membership functions
move during the tuning. Therefore, the adjustable parameters might fall onto one of the
training points or at least arbitrarily closeto it. The presence of these “glitches’” might make
the algorithm converge in a dower fashion. The possible divergence and slowed
convergence will be illustrated through two examples[11,12] in the following Chapter 3.
The literature has little if no discussion about this topic; many authors that do use
gradient methods in non-differentiable conditions do not make any mention of the non-
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differentiability, but proceed to directly derive and apply gradient update equations.
Conversely, some authors recognize the problem [24] and use Gaussian membership
functions [30] or propose to zero the updates corresponding to falling onto a point of non-
differentiability [51]. Pedrycz [59] observes the problem existing with non-differentiability
of the min and max operation, but does not consider it a real problem in the practica
operation of a learning algorithm. His concern is related to the possibility that the two-
valued derivatives obtained with min and max operators might make the algorithm
terminate at a sub-optimal point. Moreover, he observes that using opportune parameterized
t-norms could eliminate the non-differentiability problem. Teow and Loe [79] propose a
Fourier series analysis to estimate the derivative at non-differentiable points. They prove
that the estimate is the average between |eft and right derivatives. Similarly, Glorennec [14]
proposes to estimate the derivative with a finite difference approach, once again he will
obtain the average of the left and right derivatives. Both approaches fully acknowledge the
problem, even though they propose a solution to estimate a derivative that really does not
exist. Therefore, the corresponding direction is not necessarily an improving direction for
the objective function.

Problems that exhibit non-differentiability of the objective function are well known in
the optimization literature since they arise in several contexts (e.g., Lagrangian duality). In
these non-differentiable optimization problems the gradient is substituted by new entities
called subgradients [3]. Unfortunately, to be able to define and use subgradients the
objective function needs to be convex (or concave). In this case some agorithms can be
devised in such a way that, even though an update direction might not be an improving
direction (as is the gradient), a non-improving step can be taken with a step-size aimed at
minimizing the distance from the optimal solution rather than the objective function itself.
Thus, generaly in these problems it is very critical to choose a suitable step-size. If the
step-size selection is conducted properly, the algorithm will converge to the optimal
solution even though it will take some non-improving steps. In this case the convexity
assumption is key in making an argument on how to select a step-size properly
[2,3,21,62,63]. In the case of non-differentiable FL Ss the use of right and/or |eft derivatives
would yield some subgradients, if the objective function were convex. Therefore, we
cannot directly use the theory of non-differentiable optimization, but there are some
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similarities that may enable us to use some of the strategies developed in that context. It is
also interesting to note that the conditions that the step-size needs to satisfy in order to
theoretically prove convergence of subgradient algorithms [3,62,63] are very similar to the
ones required by the SGA [20,66].

2.6.2 Step size

The step-size practically used in the training of a FLS is amost aways a constant
[1,4,16,24,30,31,46,51,52,75,76,82,83,85,86] even though this has numerous drawbacks.
From a theoretical point of view in the pattern-by-pattern approach the step-size needs to
satisfy some conditions (that a constant step-size does not satisfy) for the SGA
approximation to hold. Moreover, a constant step-size might produce an oscillatory
behavior in the fina stages of the optimization; since, depending on the problem scaling,
the parameters might end up oscillating around the optimum solution. A practical solution
isto select avery small step-size. In this case the oscillatory behavior would still depend on
the scaling of the problem and could not be guaranteed to disappear, even though that
would likely happen if the step size were small enough. The initial phases of the algorithm
would yield a decrease in objective function value smaller than that with a higher step-size.
This constitutes a significant difference since most of the objective function decrease is
generally achieved in the first stages of the optimization. Most of the approaches reported
in the literature employ very small step sizes (from 10™ to 10™), thus seriously affecting the
convergence speed of these algorithms.

For the above reasons it seems necessary to use an adaptive step-size selection
algorithm. The literature presents few examples of adaptive step-size algorithms applied to
the design optimization of fuzzy logic systems [26,27,28,49,57]. These approaches revisit
the quick-prop algorithm borrowed from the neural network literature [20]. In this
algorithm the learning rate (i.e., step-size) is modified according to the convergence
behavior of the objective function. A decreasing objective function sequence indicates that
the algorithm is not overstepping and thus an increase in step-size might accelerate
convergence. Conversely, an oscillatory behavior of the objective function values might
indicate overstepping and thus the step-size should be reduced. Interestingly enough, the
use of an adaptive step size is connected to non-differentiable programming, where these
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adaptive step-size selection algorithms proliferate [3,2,21,62,63]. Moreover, the type of
increase/decrease approach for the step-size is somewhat similar in both fields.

2.6.3 Pattern-by-pattern versus batch training

A considerable amount of training methods employ pattern-by-pattern training rather than
batch training [1,4,14,16,19,24,26,27,28,30,46,51,52,57,75,76,82,83,85,86]. Indeed, with
neural networks it was the creation of the pattern-by-pattern training approach that
stimulated a lot of applications of neural networks. In the pattern-by-pattern approach a
more myopic view of the error function is adopted. The gradients of the instantaneous
errors are used as an approximation to the gradient of the mean square error in order to
update the parameter values. Making a small update in the instantaneous gradient direction,
a parameter update is implemented in a way that should not significantly differ from a
batch training update.

The gradient information in a batch training approach is very “rich” since that is the
true gradient of the objective function that we seek to minimize. The reason to resort to a
pattern-by-pattern approach is purely computational. However, even though the gradient in
batch training is more informative, the step size to choose in this direction is unknown. This
problem could be approached by employing a line search method, for example, such as a
quadratic search [3]. In this case there would be an increased cost in terms of function (i.e.,
MSE) evaluations that are very expensive for real problems, since their cost depends on the,
generally very large, number of training data. A pragmatic solution could be to only move
by a small step-size along the batch gradient direction. This would again cost a lot in
computations since it would significantly slow algorithmic convergence (for N training
data, one batch training update corresponds to N pattern-by-pattern updates) by imposing
very little steps. Conversely, using a large step-size would exhibit highly oscillatory
behavior.

Therefore, a computationally “cheap” way to choose the step size aong the (true)
batch gradient direction could give an impulse to batch training and could carry the
advantage of using a direction that contains more information about the true objective
function which we seek to minimize. In away reminiscent of what has been donein [25] in
the context of response surface methodologies, in Chapter 5 we propose a limited memory
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quadratic fitting heuristic that can be used in conjunction with any update direction in order
to select the step-size along it.

2.6.4 Global and local approaches

We have seen that of the many gradient descent approaches only some of them are “true’
gradient descent ones. For these differentiable problems the application of gradient descent
will lead to convergence of the approach; the algorithm will in general converge to a point
of zero gradient, but not to a global optimal solution of the optimization problem. Thus, of
all the approaches presented and used in the literature some are not proven to be
convergent, while the remaining ones are all local. In this respect a good initialization of
the tuning procedure would help in achieving a good fina result. Whenever global
convergence is sought the general approach is to use stochastic searches (eg.,
[17,18,23,53,54,56,78]).

A true global optimization approach would advance the state of the art in many ways.
First of al, a baseline for comparison could be established and used for evaluation of
heuristics, online adaptation schemes, etc. A global approach could uncover the true
potential of fuzzy systems, being able to express the best that a given FLS design can do.
Finally, objective comparisons on different t-norms, membership functions, structures, etc.
could be made.

A newly developed reformulation-linearization technique (RLT) for nonconvex
global optimization [71] seems promising in this respect. The idea underlying this
technique is to reformulate the origina problem in order to generate successive tight linear
programming relaxations. The RLT is explained in more detail in Chapter 4 along with a
new supervised learning formulation. We will show that the supervised learning problem
under this alternative problem formulation is polynomial in the adjustable parameters when
triangular membership functions are employed; enabling us to use developed RLT
techniques for polynomia nonconvex problems [69,70]. Moreover, whenever a product t-
norm is used along with Gaussian or bell-shaped membership functions, the aternative
problem formulation leads to an optimization problem factorable in the membership
functions (i.e., univariate functions), thus, allowing the use of the approach in [73] based on
RLT coupled with polynomial approximations. Finally, RLT also offers the possibility of
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solving mixed-integer zero-one problems and general discrete mixed-integer problems[71].
Thus, the optimization could be extended to the rule base as well, since it is understood that
the rule base can be described by integers defining the particular rule consequent. Maybe
the number of partitions and rules could be included as well, generating a combined full

structure and parametric learning optimization approach.

2.6.5 Higher order methods

The use of higher order methods (i.e,, Newton and quasi-Newton methods, conjugate
gradient, etc.) is a natural extension of gradient descent; many contributions reference the
possibility of using these methods, but few of them actually do. Their use can be helpful,
especially when closing in on optimality, in order to increase the convergence rate. These
methods have been successfully used in the supervised training of neural networks.

Eklund and Zhou [13] present a study on the use of higher order methods. They
compare gradient descent with Gauss-Newton (GN) and Levenberg-Marquardt (LM)
approaches on three problem sets. Their results seem to point to an inferiority of these
second order methods with respect to gradient descent. Namely, they found that the
gradient descent approach succeeds in finding better solutions than GN and LM. This result
would need further study and it is contradicted by our findingsin Chapter 5.

The use of suitable gradient deflection approaches might be advantageous. In the
neural network literature the use of gradient deflection approaches with a constant
deflection parameter is often reported as being very successful in escaping local minima of
the error function [20]. A more refined gradient deflection approach might be beneficial to
an increased convergence rate of supervised learning of FL Ss.

It is common practice to use different (constant) step sizes for different types of
parameters like membership function centers, widths and consequent constants. This
approach is equivalent to pre-multiplying the gradient by a diagonal matrix with diagonal
elements being the respective step-size scaling factors. Therefore, this could be considered
as a particular gradient deflection approach imitating quasi-Newton methods. It is aways
reported that a higher step-size for the consequent parameters improves learning
convergence. This is in apparent contradiction with the neuro-fuzzy analogy where it is
suggested to use a smaller step-size for the output layers [20]. The motivation for the
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success of such choices is probably due to a second order eigenstructure inherent to the two
problems. The different learning rates implement a gradient pre-conditioning that suitably
rescales it. This is a first example of different problem characteristics of neural networks
and FLS supervised learning problems, reinforcing the argument that the neuro-fuzzy
anaogy is beneficial, but that the two optimization problems are different and need to be
treated as such.

2.6.6 Types of membership functions

An open topic in the research on fuzzy logic systems regards the type of membership
functions to use. Common choices are gaussian, triangular and bell shaped membership
functions. Moreover, as we saw in Chapter 1 we are not restricted to this type of
membership function since any other unimodal function is a suitable candidate to being a
membership function.

Some studies conclude that triangular membership functions with 0.5 degree of
overlap are the best ones to use in FLSs, based on considerations such as convergence of
control, and sensitivity to training data [44]. Moreover, triangular membership functions
with 0.5 degree of overlap satisfy some optimal entropy and optimal reconstruction criteria,
even though they are not necessarily the only ones [60]. An experimental study [45]
compared severa types of conventional as well as non-conventional (hyperbolic tangent,
sinc, etc.) membership functions on many function approximation problems. This study
found the sinc membership function to be the one that gives the best performance in most
cases. The problem in using sinc functions as membership functions consists of the side
lobes that produce negative degrees of membership that do not make sense from a fuzzy set
point of view.

From an intuitive point of view, triangular membership functions are very easy to use
and offer the advantage of a finite support, thus giving full control on their domain of
operation. The real potential of each membership function has yet to be uncovered
however, since al possible comparisons are based on local solutions to function

approximation problems.
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2.6.7 Readability and constraints

The non-conventional approaches of IMF-FLSs [16,30,46,51,52,57,82,83,85,86] generate a
FLS that departs from the original FLSs, in terms of interpretability and linguistic meaning
of the system itself. The corresponding IMF-FLS results in more control over the number
of rules, easier optimization algorithms, etc. One of the main advantages of fuzzy logic (if
not the main one) is given by readability and interpretability of the given fuzzy system; that
is the way everything started and suggested that FLSs could have a high potential.
Maintaining interpretability is maybe one of the most important things to keep in mind.
Moreover, in the context of supervised learning it is very appealing to think of a trained
FLS as of a system that will learn from data, reducing them and showing humans the
synthetic (linguistic) meaning of the model hidden behind the data. The same readability
problem can also be encountered with FLSs that are very big, as well as TS-FLSs where
each rule has its own consequent. Moreover, the same problem can aso be encountered if
every possible parameter variation is alowed. Indeed, two membership functions
representing small and large could end up exchanging positions and thus loosing their
initial semantic meaning!

Some of the recent literature [5,28,49,64,74] looks at this problem as a trade-off
between readability and performance. Thus, it is suggested that performance and readability
are conflicting metrics and the trade-off depends on the purpose of the application. The
main initial drive of FLSs was based on intuitive understanding of their operation; it is
reasonable to ask whether readability and performance are really contrasting objectives. It
might well be that the many local solutions found through gradient descent or other
methods are, or might be, non-readable, while the true global solution is an interpretable
one. Thisis aong the lines of reasoning of Oliveira[58], who develops some constraints on
FL Ss parameters in order to achieve optimal input-output interfaces (perfect reconstruction)
aong with function approximation. Moreover, he aso remarks that enabling these
constraints might make it more likely to achieve global solutions instead of being trapped
in local ones. This would be especialy true if performance and readability are not
conflicting objectives! Moreover, some results in comparing FLSs and IMF-FL Ss report a
lower error achieved with FLSs with fewer parameters than analogous IMF-FLSs [75].
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The adjustable parameters w have been considered unconstrained in the derivation of
gradient descent update equations at the beginning of this chapter. In reality they might
have to be constrained. Indeed, the parameters related to the antecedent part of the FLS are
unconstrained but some configurations might make the FLS lose its interpretability. The
adjustable parameters related to the consequent part might be constrained as well, due to
their physical meaning in some particular cases (e.g., control applications where they are
related to control actions and the actuators might have some limits), but the literature does
not offer too many examples of approaches that include constraints on the adjustable
parameters (except [31]). This might be another heritage of the neuro-fuzzy “wedding”
since in neural networks the network weights are generally unconstrained.

It is also observed that in the evolution of a gradient descent tuning algorithm the
membership function width might become very small thus limiting the probability of
further updates [22]. Conversely, membership function width might also become very large
and absorb the effect of very slim membership functions, which could result in very large
membership functions that cover a significant portion of the universe of discourse.
Constraining the width of membership functions might reduce or eliminate the likelihood
of such outcomes. It is aso generaly desirable to have at least a minimum degree of
membership over the entire universe of discourse. In other words, for every point in the
universe of discourse there should always be at least one fuzzy set to which the point
belongs with aminimum & degree of membership.

Another unexplored but interesting avenue of research consists of developing a set of
constraints for ensuring readability and completeness. This would require the development
of algorithms that can efficiently handle constrained problems since the use of penalty
function methods might generate ill-conditioning effects. Moreover, constraints, coupled
with a global optimization algorithm, might shed some light on the controversy about
readability and performance.

From a point of view of interpretability IMF-FLSs do not seem a very attractive
alternative to conventional FLSs; however this should be further studied in terms of
performance. Moreover, the interpretability of TS-FLS could also be analyzed and the

formalism of (1.25) could be beneficia in this sense, by showing a continuum between
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Mamdani FLSs and TS-FLS, and understanding whether there is and, if so, where is the
trade-off between readability and performance.

2.6.8 Test cases

A big problem in supervised learning of FLSs is the non-existence of standard and
structured benchmark problems. Generally, the proposed approaches are tested on
commonly known function approximation problems or system identification problems
(very common ones are those of [47]). Unfortunately, these problems are not structured in
an exact and rigorous way to enable direct comparison of performance indices. A step in
this direction (by at least stating the exact experimental conditions) would ensure some

standardization in the evaluation of different approaches.

2.7 Conclusions

This chapter introduced the optimization of fuzzy logic systems. We saw how supervised
learning can be considered a function approximation problem, and we provided a general
problem formulation. Equations for batch and pattern-by-pattern gradient descent
approaches were derived for Mamdani FLSs, TS-FLSs, and IMF-FLS. Those eguations
were derived from a common matrix, thus yielding the first original result of this work by
providing a common framework for the optimization of these three different types of fuzzy
systems. This formulation shows the interesting nature, but not the need, of resorting to

neural analogies.

The second half of the chapter was devoted to the review of current and past
approaches to supervised learning of FLSs. Several approaches to the optimization problem
were explained and discussed along with their advantages and shortcomings. The most
common ones are Wang's [85], Nomura' s [51] and ANFIS [26]. Finally, we concluded the
chapter with a discussion on current practices, as well as the identification of open research
issues. Some of these will be addressed in the following Chapters 3,4, and 5, while others
remain as open questions for future research.
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